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ners from the CENTRIC consortium, involved in the task T4.1
of the workpackage WP4, during the two and a half years of
project duration. Pertaining to WP4, this report describes the
most promising protocol learning techniques related to the col-
laborative navigation of robots, the lossless compression of the
DCI messages from the control plane, 6G in-X subnetworks for
industrial environments, ISAC scenarios and enhancements of
the HARQ feature of MAC protocols. These findings are sup-
ported by extensive numerical simulations. In a network of a BS
and several UEs, changing the flat topology to a hierarchical one
yielded a three-fold averaged latency reduction. For collabora-
tive robots, our goal-oriented multiple access scheme achieved
a 10% increase in fairness of channel access time. Using Over-
The-Air(OTA) lab test DCI traces, we obtained 134% gain in the
average compression ratio and, in a Matlab system-level simu-
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Executive Summary

This deliverable contains the research work carried out under the task T4.1, titled "Emerg-
ing custom L2 protocols in specific scenarios and applications", within the Work Package
4 (WP4) of the CENTRIC project. Task 4.1 is divided into two sub-tasks: T4.1.1, titled
"Emerging multiple-access protocols for specialized services" and T4.1.2, titled "Emerging
transmission mode selection methods in extreme deployments". The focus of CENTRIC
project’s WP4 is on Artificial Intelligence/Machine Learning (AI/ML) technologies that have
the potential to produce highly customized multiple-access and Radio Resource Manage-
ment (RRM) strategies. Our aim has been to develop protocols that are lightweight, scalable
and improve the levels of performance and sustainability of wireless networks. Such an
approach is expected to produce a significant impact in the telecom industry regarding the
development and implementation cost of protocols, accessibility to the telecom market and
business growth for small and medium sized companies and novel designs not considered
by human engineers. This is why CENTRIC project Objective 3 ("To develop AI methods
for the discovery of customized lightweight communication protocols") positions AI/ML at its
core. It is mapped to the following WP4 objectives:

• WP4-O1: WP4 Objective 1 titled "To develop AI techniques for emerging Layer 2 pro-
tocols that are customized to specific 6G use-cases and scenarios")

• WP4-O2: WP4 Objective 2 titled "To minimize the signalling overhead of the emerged
protocols"

• WP4-O3: WP4 Objective 3 titled "To demonstrate the feasibility of the protocol emer-
gence techniques via numerical simulations".

In this deliverable, we present novel AI/ML-driven Layer 2 communication protocols that are
task-specific, minimize signalling overhead, are designed to be scalable, flexible, and tailored
to future 6G use-cases. We achieve our aim by incorporating novel AI/ML aspects at different
stages in our innovations. They are described in this report in Chapters 2 and 3. We validate
our proposed solutions in extensive simulation experiments. Thus, our work achieves WP4-
O1, WP4-O2 and WP4-O3 and explicitly contributes to CENTRIC project Objective 3. In
order to comply with the customization aspect found in WP4-O1, we develop novel MAC
communication protocols that are targeted to several use-cases, which are described in the
list below. The main innovations presented in this report are summarized as follows:

• AI-emerged communication protocols suffer from a lack of scaling to hundreds and
thousands of users, necessary in a wireless network. We address this issue by shifting
the focus from increasing the number of agents in reinforcement learning algorithms,
to changing the topology of the network, as a viable scaling solution (the first topic of
section 2.1). With this contribution, we target the scaling challenge of novel communi-
cation protocols from WP4-O1.

• We investigate the collaborative navigation of robots in grid environments, relevant to
smart manufacturing in the Industry 4.0. AI-emerged communication messages have
demonstrated their effectiveness in shortening the navigation time of robots. However,
a realistic communication infrastructure is lacking in these studies. These AI-learnt
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protocols are not yet feasible in practice. As a first step, we propose a goal-oriented
channel access scheme customized for the parallel execution of tasks at the destina-
tion, by two teams of collaborative robots (the second topic of section 2.1). Here, we
target the customization aspect of WP4-O1.

• Via an end-to-end reinforcement learning framework, termed Protocol Learning with
Signalling Encoding (PL-SE), we emerge a MAC layer protocol that meets user-specific
requirements and improves data transmission rates (the first topic of section 2.2). Our
AI-driven MAC protocol learning scheme contains a BTS-side signal encoding and a
UE-side reinforcement learning method. With this contribution, we target WP4-O1.

• When the increased data traffic overloads the scheduler, the control plane information
required by the BTS to orchestrate the communication in a wireless network may create
bottlenecks. Based on AI-driven lossless compression techniques, our proposed con-
trol plane message reductions yield a novel lightweight communication protocol, which
enhances PDCCH capacity and reliability (the second topic of section 2.2). Here, we
target the signalling aspect of WP4-O2.

• In Industry 4.0, 6G in-X subnetworks may co-exist with other wireless infrastructure,
for example the 5G New Radio (NR) network. They may be deployed in small areas on
mobile robots to act as a local controller with extremely fast response. In this network,
the signalling overhead at the associated Edge server may become a bottleneck. To
alleviate this issue, we propose MARL-based AI methodologies that produce novel sig-
nalling protocols (section 2.3) and RRM strategies (section 3.1). Because our solutions
are designed for in-X subnetworks, we address the customization aspect of WP4-O1.
Via minimizing the signalling overhead, we target the signalling aspect of WP4-O2.

• Reliable and fast transmission of data packets relies on acknowledgement feedback
and efficient retransmission mechanisms. In 5G NR, the HARQ mechanism, part of
the MAC protocol, has difficulty adapting to varying radio link conditions and downlink
scheduling for a specific user. To alleviate this issue, we propose an AI-enhanced ver-
sion of this legacy HARQ protocol. Via AI-driven estimation (section 3.2) and prediction
(section 3.3) methods, we improve the operation of the HARQ feature. As a result, the
communication becomes more flexible and service-specific. With this contribution, we
target the aspect of incorporating AI methods in the design of L2 protocols of WP4-O1.

• Integrated sensing and communication (ISAC) technologies are of central importance
in 6G networks, because the sensing aspect may enhance the optimization of the re-
source allocation and power management of the communication system. For 6G ISAC
communication systems, we develop AI-driven protocol enhancements that minimize
the power consumption, while maintaining high sensing accuracy (section 2.4). Our
contribution addresses WP4-O1.

Ultimately, the AI-driven Layer 2 protocol innovations illustrated in this deliverable represent
progress towards realizing the CENTRIC project’s vision of a truly adaptive and efficient AI-
native Air Interface for 6G networks. We have striven to bring AI/ML methods at the core of
our innovations for the next generation of wireless communication systems, thus achieving
the CENTRIC project’s mission.
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1. Introduction

In future 6G wireless communication networks, connected things will become connected
intelligence. In the form of decentralized heterogeneous AI networking, ubiquitous intelli-
gence will be the foundation of the majority, if not all of the upcoming 6G use-cases. Current
communication protocol stacks are general-purpose and intended for networks of users with
homogeneous requirements. They target high data rates for communication accuracy, but
fail to consider application specific key performance indicators (KPIs), such as end-to-end
latency in task completion, extreme reliability or control system performance. These design
characteristics limit their ability to tackle the new challenges posed by future 6G applications,
such as supporting interoperable networks of intelligent and autonomous agents, massive
machine-type communications, ultra-high throughput, massive number of connected hetero-
geneous devices, ensuring ultra-low latency, extreme reliability, high levels of scalability and
last, but not least, energy efficiency.

In addition to the limitations of high energy expenditure that accompanies high data rates,
considerable human effort is required to develop, test and standardize classical communica-
tion protocol stacks, which makes the process time consuming and inefficient and reserved
to very large organizations that have the resources to undertake this process. Illustrated in
Figure 1.1, automating the generation of network protocols may offer a viable alternative to
today’s classical networking and produce a significant expected impact on the telecom com-
munity [2], [3], [4]. AI-driven emergent communication may discover optimized messages
not considered by human designers. In addition, the AI driven methods that we propose in
WP4, will pave the way to making MAC communication protocol development feasible out-
side of large telecom bodies. Smaller companies will have the opportunity of developing their
own proprietary protocols with lower cost and faster time-to-market. Multiple entities work-
ing on the research and development of novel communication protocols adapted to specific
scenarios will lead to more versatile protocols, increased technical innovation and business
growth for small and medium sized enterprises, as well as for the community at large.

Figure 1.1: Automated generation of communication protocols proposed in CENTRIC WP4

Lightweight protocols that support the exchange of only the relevant data to achieve the KPI
of the application, instead of maximizing the data rates in the network, will yield communi-
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cation bandwidth and energy savings. Investing research effort in increasing the throughput
may not be necessary if the purpose of the application is task completion, rather than trans-
mitting large volumes of data for accurate reconstruction. If we focus on data transmission
for task completion, then the communication requirements may be relaxed by sending only
the meaningful data that is effective in accomplishing the task at the receiver, rather than uti-
lizing high data rates for sending all available data from the transmitter to the receiver. First
performing source reconstruction using high data rates and then using the reconstructed
samples to achieve the task is highly sub-optimal compared to the case when only task-
relevant data is transmitted. This new approach yields more efficient utilization of network
resources and an increased number of users may be accommodated in the network. It will
help alleviate the energy expenditure problem that will be exacerbated in the future when AI
becomes ubiquitous across the network stack.

Figure 1.2: CENTRIC substituted the hand-crafted, generic design of protocols with a user-
tailored approach emerged automatically via AI/ML.

In addition, because they do not take into account the particular characteristics of a given
application, general-purpose protocols may be suboptimal, thus wasting communication and
energy resources. For the upcoming 6G use-cases novel communication protocols need to
be resource and energy-smart by design. To alleviate this issue, the new protocols that
we develop in CENTRIC WP4 are customized for the given application in several specific
scenarios that we consider. We focus on the customization of novel medium access con-
trol (MAC) communication protocols that have reduced overhead, target the optimization of
performance metrics other than the data rate, such as latency, and provide improved gains
achievable in specific use-cases. Figure 1.2 illustrates how CENTRIC’s proposal departs
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from the traditional process of designing protocols employed for 5G. To this end, we employ
the reinforcement learning framework to develop AI techniques that emerge novel proto-
cols with such desired characteristics. To maximize application specific KPIs, other than the
throughput which is the target of traditional communication protocols, we focus on designing
novel communication protocols with reinforcement learning (RL) in general, and multi-agent
reinforcement learning (MARL), in particular, in specific 6G use-cases.

Figure 1.3: Base stations (BS) and user equipments (UE) exchange data using the OSI
model of the protocol stack: our work in CENTRIC WP4 pertains to the MAC sub-layer.

In CENTRIC WP4, we focus on the MAC sub-layer of the second layer of the protocol stack,
illustrated in Figure 1.3 for completeness. In particular, when designing novel MAC proto-
col features, our primary interest is in: the channel access scheme, pertaining to the data
plane, and the signalling policy, pertaining to the control plane. A recent research direction
into optimizing communication protocols is via machine learning, with reinforcement learn-
ing in particular, where agents learn to emerge communication protocols to support their
behaviour globally [5]. This new paradigm of learning to communicate and communicating
to learn [5] promises new possibilities of improving learning in multi-agent systems and to
achieve a given task in an optimal manner. Through communication and learning, agents
emerge task-specific messages that reduce the time for completing the task. In this per-
spective, agents learn specific messages that are tailored to solve the particular problem for
which they are emerged, for example for collaborative navigation. Thus, significant gains
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Figure 1.4: Multi-agent reinforcement learning (MARL) framework used in CENTRIC WP4
to emerge the MAC protocol in a scenario of a BS orchestrating the data exchange between
several UEs.

may be achieved in KPI fulfilment, as opposed to the case when fixed general-purpose pro-
tocol messages are employed that do not contain any domain knowledge of the scenario.
These messages serve only to facilitate the data exchange, but do not bring more meaning-
ful information to help the agents learn faster.

Reinforcement learning represents a machine learning paradigm, where agents solve a
problem by a repeated interaction with the environment and by adapting their actions ac-
cording to the rewards they receive [6]. As depicted in Figure 1.4, an agent makes an
observation of the state of the environment, computes an action as a function of this ob-
servation, executes this action in the environment and receives a reward that assesses the
effect of the action on the environment. The goal of the agent is to find the best sequence
of actions to take that maximizes its cumulative reward. The agent must discover what ac-
tions are optimal in a given state, but also consider that present actions will affect future
rewards. A reinforcement learning system is composed of agents, which are entities that
need to solve a task or achieve a goal, an environment, where the agents interact, a policy
that maps observations to actions, a reward signal, which indicates how good the current
state is, a value function, which quantifies the long-term quality of a state, and, in some
cases, a model of the environment. The presence or absence of a model of the environ-
ment, which is used to make predictions about future states and rewards, separates the
reinforcement learning methods into: model-based and model-free. To model cause and
effect relationships, uncertainty and nondeterminism, reinforcement learning is formalized
by means of Markov decision process theory. Multi-agent reinforcement learning (MARL)
represents the extension of the single-agent concepts to a multi-agent setting. Here, due
to the interaction of multiple agents, problems are no longer Markov decision processes.
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They are described instead by the mathematical formalism of Game theory, which provides
decision making strategies for multiple cooperating or competing agents. Game theory has
been successful employed to create novel multiple access schemes in wireless networks [7].

Although offering many advantages over classical networking, such as customization and
flexibility in design, communication protocols emerged via AI suffer from a lack of scalability
to very large number of users [8] and of the explainability of the learned protocol messages
in terms of meaning and function. The lack of scalability of such methods stems from the
exponential growth with the number of agents of the size of the search space for the opti-
mal policy of reinforcement learning techniques. However promising the new reinforcement
learning communication and learning paradigm may be, it comes with several important chal-
lenges: the lack of scalability, the lack of interpretability, failure to generalize outside of the
training scenario and the low sample efficiency in training, which leads to slow convergence.
These issues stem from the reinforcement learning algorithms, which, when the number of
agents increases significantly, struggle to manage the search complexity of the state and
action spaces.

By customizing the new protocols for several challenging 6G use-cases, such as collabo-
rative robotics, in-X subnetworks and ISAC systems and by employing AI/ML at the core
of our solutions, in CENTRIC WP4, we go beyond the state-of-the-art in protocol design.
AI-driven, goal-oriented and lightweight novel MAC protocol features represent our main in-
novation. We shift our focus from general-purpose protocols that maximize data rates, to
application-specific ones that optimize its key performance indicators (KPIs). To this end,
we adopt the concept of learning to communicate and communicating to learn [5], which
combines learning and communication for the benefit of both. The reinforcement learning
methods found in this approach enable us to achieve customization to 6G use-cases and
resource efficiency. In collaborative robotics, in-X subnetworks and ISAC systems, we de-
velop targeted protocols that exploit the domain knowledge of the application for further
optimization, such as efficient channel access schemes, signalling and radio resource man-
agement. Such customization leads to communication systems that are both highly perfor-
mant in terms of KPIs and efficient in terms of resource consumption. We address the lack
of scalability of novel protocols through an approach that changes the topology of the net-
work, as opposed to increasing the number of agents in the reinforcement learning problem.
In addition, we investigate the interpretability of AI-emerged communication messages and
propose a channel access scheme based on this result. Furthermore, our AI-driven com-
pression algorithms reduce the Downlink Control Information (DCI) message length, leading
to simplified protocols, reduced signalling, and consequently, improved system capacity and
reliability. We also propose AI prediction methods to enhance the operation of the Hybrid
Automatic Repeat Request (HARQ) mechanism within the MAC protocol.

The research work carried out under the task T4.1 is described in the following two chap-
ters, Chapter 2 and 3. Task 4.1 is divided into two sub-tasks: T4.1.1, titled "Emerging
multiple-access protocols for specialized services", presented in Chapter 2, and T4.1.2, ti-
tled "Emerging transmission mode selection methods in extreme deployments", presented
in Chapter 3.
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2. Emerging multiple-access protocols for specialized ser-

vices
This chapter is divided into four sections and it contains research work pertaining to four main
topics: multiple-access protocols customized for specific scenarios, novel MAC layer proto-
cols via signalling encoding, signalling protocols for 6G in-X subnetworks and protocols for
sensing enhancements in ISAC scenarios. Section 2.1 deals with scaling issues of develop-
ing new MAC protocols and novel channel access schemes for collaborative robots. Section
2.2 presents the Protocol Learning with Signal Encoding (PL-SE) scheme and a lossless
compression framework for 5G Downlink Control Information (DCI) messages. Section 2.3
presents innovations related to protocol learning for 6G in-X subnetworks. Finally, section
2.4 describes an optimization approach to produce sustainable ISAC systems.

2.1. Multiple-access protocols customized for specific scenarios
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Under this topic, we propose two contributions: the first study is titled "Scaling MAC pro-
tocols" and pertains to changing the topology of the network as a means of scaling novel
MAC protocols. The second one is titled "Goal-oriented Multiple Access" and investigates
channel access schemes customized for the collaborative navigation of robots.

2.1.1. Summary of Scaling MAC protocols

When addressing new 6G scenarios, such as massive machine-type communications and
massive number of connected heterogeneous devices with URLLC requirements, current
communication protocols reach their limitations in terms of ultra-low latency, extreme relia-
bility, energy efficiency and scaling capability. Recently, multi-agent reinforcement learning
(MARL) has provided competitive alternatives to classical networking. MARL techniques
have been proposed to emerge the channel access policy, as well as the signalling mes-
sages in a network comprising a base station (BS) and several user-equipments (UEs),
leading to significant gains in throughput and a high degree of flexibility in the design of the
protocol. Such methods also alleviate the need for specialized human intervention in its de-
sign. However, the protocols emerged via such approaches are not fully explainable, suffer
from a decrease of performance with the number of users and do not scale well. In this work,
by targeting the topology of the network, we address the scaling problem of medium access
control (MAC) communication protocols. For UEs with sidelink communication, we propose
a solution to scale MAC protocols using a hierarchical network topology and we achieve high
scalability and decreased latency compared with the traditional contention-free baseline [9].

2.1.2. Introduction

2.1.2.1. Motivation and challenges

Descentralized heterogeneous AI networking will represent the foundation of the majority
of 6G use-cases. 6G applications pose challenges in terms of massive machine-type com-
munications, ultra-high throughput, ensuring ultra low latency, extreme reliability, high levels

Dissemination Level: Public. Page 20



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

of scalability, massive number of connected heterogeneous devices and ubiquitous AI pro-
cessing and AI to AI interfacing. In order to support such applications, high-performance
communication protocols that are resource and energy-smart by design become a necessity.
They need to be lightweight in terms of signalling, sustainable in terms of energy expenditure
and to support the massive connectivity of devices. In this study, we focus on the scalabil-
ity property of novel communication protocols. In order to achieve our goal, we propose a
hierarchical network architecture that supports the communication between a base station
(BS) and several user-equipments (UEs) and we validate its performance in numerical sim-
ulations. Our proposed protocol requires reduced signalling, scales well to any number of
users and ensures a fair latency-goodput trade-off [9].

2.1.2.2. Project objectives

In the AI literature, reinforcement learning approaches that have emerged novel communica-
tion protocols are known to suffer from a severe lack of scalability. In the wireless communi-
cation community, this prevents the adoption on a wide scale of such AI-emerged protocols.
Any method that aims at learning new protocols via AI needs to be scalable to very large
number of users. Therefore, by targeting scalability issues, we address CENTRIC project
Objective 3 and WP4-O1. We further contribute to WP4-O1, because our scheme targets
the MAC sub-layer of Layer 2 of the protocol stack, is customized for UEs with side-link
communications, optimizes the averaged latency over the network as a KPI, rather that the
data rates. We also fulfil WP4-O3, because, via numerical experiments, we showcase the
competitiveness of our solution with multi-agent approaches in terms of goodput, higher
scalability and explainability, as well as latency gains over the contention-free baselines with
one and multiple data channels. To this end, we carry out simulations using several data
traffic models, block error rates and number of UEs.

2.1.2.3. State of the art and beyond

Wireless communication networks may be viewed as strategic games, where multiple play-
ers, such as the nodes in a network, cooperate or compete in a shared environment to
optimize some form of a utility function. Game theory represents the mathematical formal-
ism suitable to analyse and design such systems, with results in providing better multiple
access and resource allocation schemes, throughput, power control or coordination among
nodes [7]. Multi-agent reinforcement learning (MARL) represents a practical implementa-
tion of finding game-theoretic strategies and has been successfully applied in the wireless
communication settings to improve data rates. Novel medium access control (MAC) pro-
tocols has been emerged via deep reinforcement learning in a scenario where, with the
help of a base-station (BS) that orchestrates the communication, user-equipments (UEs)
exchange data packets [10], [11], [8]. Here, novel signalling messages optimized for good-
put maximization emerge after training and the goodput is increased compared with that of
the contention-free baseline.

Classical communication protocols, such as the contention-free one, are characterized by
a fixed meaning of the signalling messages given a-priori. This feature does not allow any
customization in the role of the protocol and it only serves as an enabler for the through-
put. In opposition, the AI-emerged signalling messages and channel access schemes offer
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greater flexibility in the protocol design, reduce their development time, do not need spe-
cialized human intervention and can be customized for a particular application. However,
these MARL-emerged protocols suffer from the drawbacks of reinforcement learning meth-
ods: they are not fully explainable, are more difficult to implement and train than traditional
protocols and do not scale well and exhibit decreasing throughtput performance with the
number of users [8]. Such issues pose significant challenges for the wireless community,
because any novel protocol that is proposed needs to support hundreds to thousands of
users. In terms of goodput, the contention-free baseline is optimal for very large number
of users, while, in terms of latency, it performs well on average for homogeneous networks.
But, their guaranteed performance will not be sufficient to support 6G applications, which en-
vision massive numbers of connected heterogeneous devices with highly-stringent latency
requirements, such as URLLC Internet-of-Things (IoT) networks. In this work, we focus on
the scalability feature of novel MAC communication protocols. Motivated by the success of
hierarchical architectures from the literature of wireless sensor networks and communication
networks in general, we propose a hierarchical scheme to scale our novel MAC protocol to
large number of users, while decreasing the latency of the contention-free baseline.

Hierarchical architectures in communication networks. In several areas of wireless
communications, hierarchical networks have demonstrated superior performance in terms
of data aggregation, energy management and coverage over flat ones. Networks with a flat
topology are more suitable to model homogeneous networks with fixed nodes [12]. They suf-
fer from larger processing overhead, which increases the data transmission time. In homo-
geneous wireless microsensor networks, supported by the LEACH communication protocol,
self-organized hierarchical clustering provides a routing mechanism that is characterized by
low energy consumption [13]. In a heterogeneous wireless network, UAVs, acting as cluster
heads, gather and aggregate data from ground sensor networks and send it to a BS. Here, a
hierarchical protocol architecture is developed that is energy-efficient [14]. In a dynamic en-
vironment, primary and secondary user groups are divided into a hierarchy and are serviced
adaptively by a distributed MAC protocol [15]. In hierarchical machine-to-machine networks,
the MAC protocol contains a backoff time decision rule that delivers low latency and energy
efficiency [16].

Due to a variety of challenges, such as limited bandwidth, long propagation delay and un-
reliable transmission, terrestrial protocols are not suitable for underwater wireless sensor
networks (WSN) [17]. In such cases, the propagation medium of acoustic channels instead
of radio waves makes the design of performant MAC protocols problematic. A feasible ap-
proach is represented by hierarchical clustering organized on two, three or four levels. Two
notable examples of clustered-based MAC protocols are graph colouring MAC [18] and dis-
tributed on-demand schedule (DOS) [19]. A further example is given by the CDMA-based
MAC protocol that enables data gathering and fusion at the root level of a tree topology
modelling underwater sensor networks [20]. The performance analysis of ad hoc wireless
networks reveals that hierarchical cooperation via clustering of nodes provides a competi-
tive throughput-delay tradeoff [21]. In terms of information theory, the notion of capacity may
assess the optimality of network topologies. Using this approach, dense and extended ad
hoc wireless networks are proven to achieve optimal capacity scaling in hierarchical archi-
tectures [22].
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Figure 2.1: Our contributions are: scalability, reduced signalling, interpretability and
goodput-latency trade-off.

How our solution departs from SoTA. The closest protocol to our solution is the CDMA-
based MAC protocol designed for energy savings in underwater environments and proposed
in [20]. The similarities are the following: the tree-topology as the hierarchical architecture,
the data flow from lower levels to upper ones until the BS and the validation experiments
performed for a network of 14 nodes, with 2 nodes per level. However, our experiments
to validate the network performance are more extensive. We employ different numbers
of UEs, traffic and error models. Their protocol is customized for CDMA and underwater
environments. Ours does not depend on a particular environment, because we focus the
design on the routing logic and network topology. This ensures the protocol generalizes well
to diverse media and transmission schemes. The majority of the works described above
are mostly designed for underwater use-cases, often have only two levels in the hierarchy
and their main objective is to obtain energy savings via an efficient clustering of nodes. In
contrast, our scheme is more general and supports any number of levels in the hierarchy.
This leads to its high level of scalability. Our aim in the design of the topology is to obtain a
fair trade-off between latency and goodput, which is an important issue discussed in [21].
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2.1.3. Proposed Solution

2.1.3.1. Our contributions

We employ a binary tree topology to leverage the high goodput that can be obtained by op-
timizing the data exchanges for 2 UEs via reduced signalling. We propose new signalling
messages between the BS and 2 UEs that reduce data transmission delays, while maintain-
ing high data rates. Such a hierarchical architecture provides the additional benefit of parallel
transmission of data packets between UEs situated on multiple levels of the hierarchy.
The main features of our solution are summarized in Figure 2.1. The key takeaways are:

1. Firstly, by reducing the signalling overhead, we propose a scheme derived from the
contention-free protocol, but optimized for a system composed of a BS and 2 UEs. Our
scheme contains different signalling messages that enable the BS to synchronize the
data transmission of the 2 UEs, while reducing the transmission delays. This features
yields a goodput at the BS close to the optimal one of one data packet per time step.

2. Secondly, we propose a hierarchical network architecture that scales to any number
of UEs. Here, UEs placed at intermediate levels of the hierarchy act as relays for
data packets from lower levels to upper levels, until the data reaches the BS. Lower
level nodes have priority in data transmission, which reduces the queueing latency
and yields approximately half up to two thirds decreases in latency compared to those
of the baselines. By acting as relays, UEs constantly transmit data packets across all
the levels of the hierarchy. This ensures that data channels do not remain idle and that,
while the data channels directly linked to the BS are occupied, the data packets from
the lower levels are moving closer to the BS.

2.1.3.2. System model

We consider a wireless communication network composed of a number N of UEs, denoted
as [UE1, UE2, ... , UEN ], which send data packets and exchange control messages over ideal
communication channels with a BS, as depicted in Figures 2.2 and 2.3. Figure 2.2 repre-
sents the system model of the contention-free baseline with one or multiple data channels,
where all the UEs are arrange on a flat topology, one level below the BS, all competing for
the direct access to the BS. Our proposed hierarchical architecture is illustrated in Figure
2.3, where the UEs are arranged along a binary tree-topology with the BS at the root.

2.1.3.3. Our novel communication protocol

We propose a new communication protocol between a BS and 2 UEs that reduces the
signalling employed in the classical contention-free communication protocol. In the form of
a binary tree, we embed this optimized protocol in a hierarchical structure to ensure the
scalability to very large number of users. Depicted in Figure 2.3, the BS is located at the
root of the binary tree and the UEs along its branches. Except for the leaf nodes, each UE
acts as a local BS for the UEs that are positioned one level lower in the hierarchy, that is its
children UEs. The role of all the UEs placed on the intermediate levels of the hierarchy is to
route the data from lower level UEs to upper level UEs, until the data reaches the BS. Each
level of the hierarchical network in Figure 2.3 utilizes the protocol described in Figure 2.5. In
Figures 2.4 and 2.5, the same colours illustrate the similarities between the functions of the
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signalling messages of the two protocols. They facilitate the comparison between them and
show how our solution departs from the baseline.

Figure 2.2: Flat topology with a single or multiple data channels (contention-free MAC pro-
tocol baseline).

Figure 2.3: Hierarchical binary tree-topology (Our proposed MAC protocol).

The operation of the single-channel contention-free baseline with random scheduling is pro-
vided in Figure 2.4. The main feature of the signalling that synchronizes the UEs for trans-
mission is the Service Request, denoted as ’SR’, and Service Grant, denoted as ’SG’, pair
of control messages. When a UE has data to transmit, it requests the data channel access
through the ’SR’ message sent to the BS. If the channel is available, then the BS replies with
a ’SG’ and assigns the data channel to the current UE. All other UEs have to wait until the
channel becomes available again. After the current UR has sent the data packet, denoted as
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Figure 2.4: Contention-free protocol with one data channel (baseline).

a service data unit (SDU), over the channel, waits for an acknowledgement (’ACK’), in case
of reception without errors, or non-acknowledgement (’NACK’), in case of reception with er-
rors, from the BS. If it receives an ’ACK’ message, then, at the next time step, the UE deletes
the transmitted SDU from the buffer. Otherwise, the current UE retransmits the SDU until
correct reception. If the probability of transmission error, titled the probability of transport
block error rate (pTBLER) is high, then the data channel will be reserved for one user for a
longer time period, while the other users wait in idle mode until they can access the channel.
This will result in decreased goodput measured at the BS. When multiple data channels are
employed, several single-channel contention-free protocols with random scheduling operate
in parallel to assign the available data channels to the requesting UEs.

The operation of our proposed protocol optimized for 2 UEs is depicted in Figure 2.5.
Each level of the hierarchical network in Figure 2.3 utilizes this protocol to transmit data.
We eliminate the uplink control messages (UCM) and change the contention-free down-
link control messages (DCM) described above to: ’ACK’ (acknowledgement), ’NACK’ (non-
acknowledgement), ’SENT_ACK’ (’ACK’ message sent to the other UE), ’SENT_NACK’
(’NACK’ message sent to the other UE), ’COL’ (collision). These signalling messages are
more detailed compared with the ones of the contention-free baseline. Their role is to sup-
port the transmission of SDUs at each time step, without the UEs waiting for a grant from the
BS, while drastically reducing the number of collisions. At the UE-side, after the transmis-
sion of on SDU, it is moved to another buffer, denoted as Delete Buffer. When a UE receives
a ’NACK’ message from the BS, then the SDU that was moved to the Delete Buffer has
not been received correctly and needs to be retransmitted. For this purpose, it is restored
from the Delete Buffer and is placed in the beginning of the Transmission Buffer, to reduce
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Figure 2.5: Optimized contention-free protocol for 2 UEs, operating over the binary tree-
topology (ours).

its transmission delay. It will be sent the next time point. Through the signalling messages
’SENT_ACK’, ’SENT_NACK’ and ’COL’, one UE understands the actions of the other UE.
The current UE stops its transmission of an SDU at the next time point, because the other
UE is sending data, avoiding collisions as a result.

We eliminate the usage of request and grand pairs, which leads to a decreased transmission
delay. When a UE has data in its Transmission Buffer, it sends it directly to the BS. Then,
this SDU is moved to the Delete Buffer and it is considered deleted. We employ this buffer
to save the SDU, in case it is received corrupted at the BS and needs to be retransmitted.
If the current UE receives an ’ACK’ and still has data in the Transmission Buffer, it transmits
a new SDU at the next time point and if it receives a ’NACK’, it transmits the restored SDU
from the Delete Buffer. In either case, it performs a transmission at the next time point. If
an UE receives ’SENT_ACK’ or ’SENT_NACK’, it waits for one time point, then it transmits
a new SDU from the Transmission Buffer. In these two cases, it does not restore an SDU
from the Delete Buffer. If an UE receives ’COL’, then a collision has taken place and the UE
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restores the current SDU from the Delete Buffer. It also waits one time point before resuming
the transmission.

The BS-side protocol operates in a more straightforward manner: if the BS receives an SDU
without errors, it sends ’ACK’ to the transmitting UE and, at the same time, ’SENT_ACK’ to
the other UE. If the SDU is corrupted, it sends ’NACK’ to the transmitting UE and, at the
same time, ’SENT_NACK’ to the other UE. If the two UEs send data concurrently, then the
BS selects a UE at random to whom to transmit ’NACK’, while the other UE receives ’COL’.

2.1.4. Performance Evaluation

We validate our proposed hierarchical protocol by comparing our performance against SoTA
methods. Our solution is competitive against the multi-agent reinforcement learning ap-
proaches proposed in [11] and [8], while exhibiting higher scalability. With respect to the
contention-free baseline with one or multiple data channels, our method yields decreased
latency. We employ several data traffic models, block error rates and number of UEs.
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Figure 2.6: Bernoulli data arrival model pa = 0.5 and pTBLER = 0.1. Goodput of the transmis-
sion of SDUs between 2 UEs and 1 BS (mean and 5% and 95% percentiles over 100 trials).

In Figure 2.6 we reproduce the goodput of the multi-agent deep deterministic policy gra-
dient (MADDPG) method for 2 UEs of [8]. The MADDPG training is performed over 20k
episodes. When we consider a Bernoulli data arrival model with the probability of arrival
equal to pa = 0.5 and a quite high probability of block error rate equal to pTBLER = 0.1, then
ours is on-par with the MADDPG method and both significantly outperform the contention-
free baseline with one data channel. The low goodput of the contention-free baseline for
small number of UEs is due to the existence of the service request and service grant pairs
of signalling messages. While the active UE is waiting for a grant from the BS to access the
channel, the channel may remain idle because there may not be any UEs transmitting data at
the same time. When the number of UEs is large, the request-grant feature of the signalling
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becomes an advantage because, while some UEs request access, the channel is occupied
most of the time, which leads to the near optimal goodput exhibited by the contention-free
protocol in such a case.

The gain of the MADDPG evaluation after training over that during training observed for
the first 2.5k episodes is explained by the activation of the exploration mode of the policy
during training. In reinforcement learning, in order to avoid being trapped in small regions
of the state-action space and to obtain better policies an exploitation-exploration strategy
is employed. That is, actions are selected from the policy obtained at the current training
epoch, which is termed the exploitation phase, but, with a given probability, random actions
are selected, which denotes the exploration phase. This ensures a better exploration of the
state-action space, which may be ignored if the optimization algorithm gets trapped in local
minima. In the evaluation mode after training this option is disabled and the actions are
selected only via the optimal policy.
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Figure 2.7: Bernoulli data arrival model pa = 0.5 and pTBLER = 0.1. Scaling of the goodput
transmission of SDUs between several UEs and 1 BS (mean and 5% and 95% percentiles
over 100 trials).

For further comparisons, in Figure 2.7, we reproduce the MADDPG scalability analysis of [8].
We conclude that the MADDPG method fails to scale well for a number of UEs greater than
6. This is a consequence of the exponential increase in the size of the state-action search
space of MARL algorithms with the number of agents. Convergence of such algorithms may
be reached after a much larger number of iterations. For example, for 6 UEs, 50k episodes
are necessary to obtain the best goodput, while 2.5k episodes were necessary for 2 UEs.
Our method is on-par with the MADDPG one, slightly surpassing it when the number of UEs
are equal to 5, while remaining superior to the contention-free baseline with one data chan-
nel, for all numbers of UEs. We observe a sharp goodput increase of the contention-free
protocol with the number of UEs, which is explained by the function of the request-grant sig-
nalling pairs as described in the above paragraph. For 2 UEs, our solution is simpler, more

Dissemination Level: Public. Page 29



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

explainable, easier to implement and offers similar goodput values as the MADDPG tech-
nique. For these reasons, we select our method and incorporate it in a binary tree-topology
that yields a novel hierarchical communication protocol, offering scalability, explainability and
a fair goodput-latency trade-off.

The next experiments showcase the low latency and high scalability feature of our proposed
hierarchical protocol. We employ the multiprocessing feature of python to create the parallel
communication between the BS and two or more UEs. For our method, we measure the
latency of an SDU as the elapsed time steps since its first arrival in the system, until it is
received by the BS without errors. This measured latency contains the transmission and the
queueing latencies. For the baselines, we compute the latency as the time steps elapsed
until it is deleted by the UE. In the figures, we display the latency averaged over the network.
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Figure 2.8: Bernoulli data arrival model pa = 0.05 and pTBLER = 0.1. Scalability analysis of
the latency as a function of the number of UEs (mean and 5% and 95% percentiles over 100
trials).

For sparse traffic models displayed in Figure 2.8, our hierarchical protocol improves upon
the contention-free baseline with one data channel for numbers of UEs greater than 32, but
fails to provide latency reductions in the other case. When compared with the top-performer,
which is the multiple channel contention-free protocol, our method yields latencies over 3
times larger. The very good performance of the baselines is explained by the fact that there
are fewer UEs competing for channel access, as well as the fact that UEs have less data
to send, which reduces the queueing latency in the transmission buffer. UEs receive the
channel access much faster than in the case when the data traffic is dense, thus reducing
the latency until correct reception by the BS. For our method, when the data traffic is sparse,
it may take a longer time for the SDUs from the lowest level of the hierarchy to reach the BS
and the data channel toward the BS may be idle because of a lack of SDUs at the higher
levels. Since the hierarchical topology is a binary tree, as the number of UEs increases,
the number of levels in the hierarchy increases because only 2 UEs may be placed on one
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Figure 2.9: Bernoulli data arrival model pa = 0.5 and pTBLER = 0.1. Scalability analysis of the
latency as a function of the number of UEs (mean and 5% and 95% percentiles over 100
trials).

level, thus increasing the transmission delays. For denser traffic models displayed in Fig-
ure 2.9, our hierarchical protocol significantly outperforms the contention-free baselines with
one and multiple data channels, providing mean latencies of 3 to 5 times lower than that
of the baselines. As the number of UEs increases, it also provides a more constant mean
latency, slightly above 20 TTIs, while that of baselines increases from 60 to above 100 TTIs
when one data channel is employed and above 80 TTIs, when multiple data channels are
employed.

For the baselines, the waiting time to access the channel increases with the number of UEs.
The larger the number of UEs that are competing for channel access, the longer it takes for
all of their SDUs to reach the BS, thus lowering the average latency across the network. The
goodput remains high at the BS, because the data channels are always busy. But, if the KPI
of the application is to satisfy stringent latency requirements, having high data rates at the
BS does not automatically yield low latency everywhere in the network. Delays are incurred
because large number of UEs wait in idle mode to receive the access grant from the BS. In
this case, the contention-free protocol may not be the optimal choice to ensure that the KPI
of the application is met. In our solution, facilitated by the topology and data routing priority,
the waiting time in idle mode is lower and more homogeneous across the network and traffic
models. The closer the UEs are to the BS, the lower the latency of their SDUs. While the
data channel to the BS is busy, lower-level UEs relay their data to the upper ones and this
accounts for the latency reduction. In addition, since the BS is constantly receiving data
from the upper most 2 UEs, high goodput is maintained, regardless of the activity of the UEs
that are placed on lower levels in the hierarchy. The multi-channel baseline achieves higher
goodput over the single-channel one because data is reaching the BS as multiple streams
at the same time, which increases the goodput.
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Figure 2.10: Bernoulli data arrival model pa = 0.05 and number of UEs = 14. Latency as
a function of the block error rate probability (mean and 5% and 95% percentiles over 100
trials).

The same behaviour described for Figures 2.8 and 2.9, may be observed for Figures 2.10
and 2.11, computed for a number of UEs equal to 14. That is, our hierarchical protocol is
the top-performer for dense traffic models across various block error rates up to 0.5, but, for
sparse traffic models, fails to improve the performance of the contention-free baseline with
multiple data channels, for the same reasons as mentioned above. For a probability of the
block error rate equal to 0.1, Figure 2.12 illustrates the performance of the protocols when
the data traffic transitions from a sparse to a dense model. The lowest latency is achieved
by our method when pa ranges between 0.25 and 0.35, obtaining a 6 to 8 times better than
that of the baselines. As seen previously, in the sparse data regime, the contention-free
with multiple data channels is the top-performer, but as the data traffic becomes denser, its
latency doubles compared with ours.

2.1.5. Conclusions

Recently, multi-agent reinforcement learning has proven to be a promising technique to learn
novel communication protocols, with notable success in increasing the data rates for small
number of UEs. However, as we have seen in the performance analysis section, they be-
come difficult to train and do not scale well as the number of users becomes large. This
behaviour is due to the exponential surge in the complexity of the state-action space and
represents a well-known challenge in the reinforcement learning field. As in the wireless do-
main we are interested in developing protocols that are suitable to hundreds or thousands of
users, such a challenge imposes a severe limitation to transferring these data rate gains and
protocol design flexibility into real-world applications. To alleviate this problem, we focused
on the scalability aspect of novel communication protocols, while ensuring a fair goodput-

Dissemination Level: Public. Page 32



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

0.00 0.06 0.11 0.17 0.22 0.28 0.33 0.39 0.44 0.50
pTBLER - block error rate

0

20

40

60

80

100

120

140

La
te

nc
y 

(T
TI

)

Contention-free with ACK-NACK and one data channel
Contention-free with ACK-NACK and multiple data channels
Hierarchical optimized contention-free (Ours)

Figure 2.11: Bernoulli data arrival model pa = 0.5 and number of UEs = 14. Latency as
a function of the block error rate probability (mean and 5% and 95% percentiles over 100
trials).
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Figure 2.12: Latency as a function of the probability of arrival for pTBLER = 0.1 (mean and 5%
and 95% percentiles over 100 trials).
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latency trade-off. In addition, we investigated the performance of our proposed architecture
in terms of minimizing the latency averaged across the network, departing from maximizing
the data rate as a traditional measure of performance. We observed that an optimal data
rate measured at the BS did not provide any information regarding the packet delays in the
network. Therefore, when designing novel communication protocols for 6G use-cases, dif-
ferent KPIs other than the goodput need to be taken into account. Increasing energy and
communication requirements become a challenge for 6G and improving the data rates may
not be the optimal way to alleviate them. Changing the focus from optimizing the goodput
to optimizing the application-specific KPI, such as the averaged latency over the network,
represents the long-term impact of our work.

In addition to acting as a scaling approach, our hierarchical protocol may be of interest in
modelling the data transmission for URLLC heterogeneous 6G networks and for 6G in-X
subnetworks. From the point of view of the TRL (Technology Readiness Level), we studied a
hierarchical architecture as a means to scale novel communication protocols to large number
of users and we validated our approach in simulations. Therefore, we estimate the TRL of
our solution at 2.

2.1.6. Summary of Goal-oriented Multiple Access

Current communication protocols are designed to be general-purpose and to maximize the
throughput in a network. They do not leverage the characteristics of a particular use-case
to deliver further optimization. Learning to communicate and communicating to learn has
emerged as a promising approach to deliver such improvements, notably with methods from
reinforcement learning. However, in most of the settings considered, a realistic communi-
cation infrastructure is lacking. In particular, the medium access control (MAC) layer has
not been studied in a collaborative robotic navigation scenario. To this end, based on signal
temporal logic, we propose a task-oriented multiple access scheme customized for parallel
task execution. In the design of our novel protocol, we depart from maximizing the through-
put, to optimizing an application-specific key performance indication, in the form of a fairness
measure. In terms of fairness in task execution and completion, our customization delivers
gains over the classical round robin scheduling scheme.

2.1.7. Introduction

2.1.7.1. Motivation and challenges

Current communication protocols are general-purpose and designed for networks of users
with homogeneous requirements. Ensuring the accuracy in the communication performance,
their primary role is to support high data rates. As a result, they fail to leverage the key per-
formance indicators (KPIs) of a particular application to obtain better performance and to
save communication and energy resources. These design characteristics limit their ability
to tackle the new challenges posed by future 6G applications, such as supporting interop-
erable networks of intelligent and autonomous agents, massive machine-type communica-
tions, ultra-high throughput, massive number of connected heterogeneous devices, ensuring
ultra-low latency, extreme reliability, high levels of scalability and last, but not least, energy
efficiency. Because current protocols are not customized for a particular application and be-
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Figure 2.13: Collaborative navigation for each team of three agents: minimize time to desti-
nation through emergent communication (state-of-the-art communication model from [1]).

cause they target high data rates, they consume communication and energy resources that
could be saved if the protocols were task-oriented. This feature will become more important
in 6G use-cases, where AI networking will be ubiquitous across the network stack.

In the AI literature, reinforcement learning approaches that have emerged novel communi-
cation protocols are known to suffer from a lack of interpretability. This is a consequence
of the black-box nature of AI models in general. In the wireless communication community,
the lack of interpretability of emerged protocols prevents their adoption on a wide scale.
In addition to the above limitations, considerable human effort is required to develop, test
and standardize classical communication protocol stacks, which makes the process time
consuming and inefficient. Automating the generation of network protocols and creating
lightweight customizable ones is expected to produce a significant impact on the telecom
community [2], [10], [11], [8].

2.1.7.2. Project objectives

Based on a novel interpretability scheme of state-of-the-art AI-emerged protocols, our so-
lution implements a protocol for MAC sub-layer of Layer 2 of the protocol stack. With this
contribution, we address CENTRIC project Objective 3 and WP4-O1, because our Layer 2
multiple access scheme is customized for a specific application, that of the parallel execu-
tion of tasks at the destination by two teams of robots. This application is relevant for the
6G use-case of smart manufacturing in the Industry 4.0 and 5.0. Moreover, our scheme is
characterized by a lightweight signalling mechanism, because the BS processes the proto-
col messages needed for the collaborative navigation of the robots and does not require any
other information for coordinating the channel access.
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2.1.7.3. State of the art and beyond

Emerging task-specific protocol messages via AI. Communication is leveraged to opti-
mize task performance in the new paradigm termed Learning to communicate and commu-
nicating to learn, introduced in [5]. The goal is to improve learning in multi-agent systems
via communication. Maximizing application specific KPIs, other than the throughput, which
is seen as a traditional performance measure, novel communication protocols have been
emerged with techniques from reinforcement learning (RL) [5], [23], [1], [24]. Through com-
munication and learning, agents emerge task-specific protocol messages that reduce the
time for completing a given task, such as navigating on a grid for a team of three robots
illustrated in Figure 2.13 [1], [24]. Here, through the exchange of learned messages, the
agents cooperate to reach the destination as a team, faster than when no communication is
employed. The protocol messages are emerged as learned encondings of the states of the
agents, either via autoencoding [1] or via contrastive learning [24].

Because of the black-box nature of AI models, the high performance and customizability
of the learned protocols from [1] and [24] come at the cost of a lack of interpretability. As
the meaning of the messages is not known, it affects the internal decision-making process of
the robots and does not offer a human friendly interpretation of the discovered protocol mes-
sages. The navigation messages are not sufficient for testing, validating and diagnosing the
potential issues in the system that may occur. For this purpose, the agents would need to
send more information to a base station, such as their location information, which would
waste communication bandwidth and energy resources and disclose private information
about their location. Thus, the lack of interpretability of AI-emerged protocols wastes com-
munication and energy resources. Interpretability methods and metrics are needed to anal-
yse and diagnose the performance of these black-box wireless protocol features emerged
with machine-learning [25]. They are pivotal to the safe adoption of such AI-emerged pro-
tocol features for downstream applications, such as for wireless robotics. To this end, we
consider an interpretability procedure via logical inference of the AI-emerged protocol mes-
sage proposed in [1]. We provide a multiple access scheme that supports the collaborative
navigation of two teams of robots and is designed for parallel task execution.

Signal temporal logic for interpretability. Signal temporal logic (STL) [26] represents a
logical formalism used to describe the behaviour of dynamical systems during given time
intervals. It generalizes the Boolean truth values of whether a property of the system holds
or not during a time period. STL endows the system with quantitative semantics in the form
of a robustness value. Logical formulas characterizing various properties of the system are
evaluated into a real value, termed the robustness of the formula. This measure indicates
in numerical values the degree of satisfiability of the property of the system. By evaluating
a formula during successive time intervals, the robustness value tracks how the property
of the dynamical system changes over time. Let x be a signal varying over time and µ1(x)
some property of x , □ denote the temporal operator "Always" and 3 the temporal operator
"Eventually". Then, the logical formulas [26]

ϕ = µ(x) > c (2.1)
ψ = 3□[0, 0.4] (x > 0.2) (2.2)

read as: in Boolean semantics, ϕ is true, if µ(x) is greater than the value c, otherwise it
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is false; in quantitative semantics, the robustness value ρ = µ(x) − c indicates how much
greater µ(x) is over c. Equation 2.2 reads as: at some point in the future, the signal x is
always greater than 0.2 for 0.4 seconds. By eliminating insignificant details, these types of
logical formulas capture high-level important features of a system’s behaviour. They sum-
marize the behaviour of a signal over a desired time interval and are also straightforward to
verify. Another benefit is that STL illustrates the cause and effect relationship between parts
of a system in logical terms. Thus, it provides a human-interpretable form for its dynamics.

How our solution departs from SoTA. Our solution departs from SoTA by considering
the navigation problem for two groups of robots and by routing the communication via a
BS and bandwidth limited channels. Figure 2.13 illustrates the collaborative navigation of
three agents that need to reach a given destination as fast as possible, introduced in [1]
and studied in [24]. They do not consider a realistic communication infrastructure in this
scenario. The agents use peer-to-peer broadcast communication and share messages in-
stantaneously through ideal communication channels. We extend this use-case from one
team to two teams, each with three robots. To make the scenario more realistic, we assume
the number of the communication channels is smaller than the number of robots. We add a
BS to the system model to orchestrate the communication and assign the channel access
according to the KPI of the problem. We employ the same messages learnt in [1], but we
consider two teams of three robots each and a BS that needs to decide the multiple access.
Through our more realistic setting, we scale the SoTA navigation problem from three to six
agents, as illustrated in Figure 2.14.

Figure 2.14: Collaborative navigation for two teams of three agents: each team needs to
reach their assigned destination. There, the two teams need to execute their assigned tasks
in parallel (Our scenario).

From the communication perspective, [10], [11], [8] aim at improving throughput via RL meth-
ods, while we target a task-specific protocol, optimizing a fairness measure of performance
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as the KPI, instead of the throughput. The closest work to ours is the RL-emerged channel
access scheme of [23]. But, they do not consider this collaborative navigation problem and
do not employ a BS to route the communication and decide the channel access, as we do
and is illustrated in Figure 2.15. From the point of view of explaining what the learnt proto-
col messages contain, [1], [24] investigate the domain-knowledge information embedded in
the communication messages, but they do not employ the STL formalism for interpretabil-
ity, as we do. They limit their analysis to the study of the contents of the learnt messages
and do not use them for downstream decisions, as we propose in our scheme. To the best
of our knowledge, our solution is the first one to perform logical inference via STL for the
interpretability of AI-emerged protocol messages and for downstream decisions applied to
multiple access in a communication infrastructure.

Figure 2.15: Collaborative navigation for two teams of three agents: the BS assigns the
channel access, such that the two teams execute their assigned tasks in parallel (Our system
model).

2.1.8. Proposed Solution

2.1.8.1. Our contributions

Based on the STL formalism, we propose an interpretability method of the AI-emerged pro-
tocol messages of [1], employed for the collaborative navigation of robots on a grid. We
also consider a more realistic communication infrastructure, than the ideal case employed
in the literature in [1] and [24]. Important properties of the time series of the communication
messages needed by the agents to navigate on the grid are formalized as STL equations.
They represent the major events that take place in the system, such as the moment when
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one agent has reached the goal. The values resulting from STL model checking of these
equations enable the BS to decide the communication channel access. Through this pro-
cedure, the BS ensures the KPI of the problem is met, that is the tasks assigned to each
team of robots is executed in parallel at their respective destinations. Therefore, our novel
protocol becomes goal-oriented. Through this logical inference approach, we propose a new
task-oriented multiple access scheme, which is more fair in allocating the channel access
time, than the round robin scheduling scheme, used as a baseline. We measure the fairness
in robot arrival at the goal using Jain’s fairness index for resource allocation to distributed
users [27]. The values of this index ranges between 0 and 1, with 1 indicating an equal share
of resources. This fairness measure is defined as

fA(x) =

(∑n
i=1 xi

)2

n
∑n

i=1 x2
i

, (2.3)

where x = [x1, x2, ... , xn] is the vector of resources to be allocated to n users. In our case,
n = 2 and represents the number of teams. We assess the fairness of our system whenever
a new robot has reached the goal. For each team, x1 or x2 is equal to the current number of
robots at the destination.

The information about the location of the agents on the grid is embedded in the communica-
tion messages via the AI encoding and learning process [1], [24]. As this learning process
is complex and highly nonlinear, there is no direct link between the location of the agents
on the grid, reaching the goal, and the values of the exchanged messages. But, this infor-
mation is hidden in the protocol and can be inferred with our proposed STL model checking
procedure.

2.1.8.2. System model

Our system model is composed of a BS and two teams, each with three robots, that navigate
on a grid to a destination assigned to each team, three shared uplink data channels, three
shared downlink data channels and six dedicated control channels, as illustrated in Figure
2.16. For each team, in order to navigate one step on the grid, an agent requires the com-
munication messages from the other two agents. Since the data channels are limited, the
agents depend on the BS to orchestrate the communication, assign the channel access and
route the missing messages. Through the dedicated control channel, each agent receives
the control message from the BS that indicates when they have obtained the uplink data
channel access. The communication in this system takes place as follows: Once the BS
has decided that one team receives the data channel access, it sends a control message
to each of the three robots from that team via the three dedicated control channels. Then,
the robots upload their communication message to the BS. This message represents an
encoding of their current state via autoencoding [1]. At the next time step, the BS routes
the missing messages to the agents, such that all the agents of one team have the three
messages of that team. At the next time step, with this information, each agent can step in
the environment and move closer to the goal. As the BS routes the messages for the teams,
over time, for each agent, it collects the time series of these messages. From these time
series and using the STL equation that indicates when a robot has reached the goal, it can
infer this event via STL model checking. When the BS has determined that an agent from
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one team has reached the goal, it switches the channel access to the other team, to ensure
that the teams have almost identical number of robots at the destination.

Figure 2.16: Communication diagram for the collaborative navigation for two teams of three
robots: the BS assigns the channel access, routes the missing messages to other agents
and perform logical signal processing of the time series of exchanged messages (Our sys-
tem model).

We make an additional assumption: at their destination, each team needs to execute their
assigned task in parallel with the other team and to complete it at the same time. We
assume that the completion time of the tasks is identical. For example, such conditions may
be encountered in social manufacturing on an indoor factory floor, where teams of robots
work on parallel tasks that are part of a larger project. To this end, we require that the robots
from each team reach the destination in turn, such that, at any given time point, there is
a similar number of robots from each team working on their tasks. Such an allocation of
agents achieves task parallelism, as opposed to the scenario where all the robots from one
team reach the destination first and complete the task much faster than the other team does.

2.1.8.3. Main features of our multiple access scheme

Through logical inference, from the exchanged messages, the BS extracts domain knowl-
edge about the state of the agents, that is whether or not they have reached the goal. We
chose the STL formalism for our interpretability method due to its two main advantages:
firstly, in a straightforward manner, it summarizes the high-level behaviour of the system
over an interval in the form of a numerical value (the robustness of the STL formula) and
discards unnecessary details. Secondly, it characterizes this behaviour in logical terms, il-
lustrating the cause and effect of the events that take place in the system. Thus, it creates a
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human-interpretable description of the behaviour of the system. In the following paragraphs,
we present the main features of our proposed multiple access scheme:

Time series of communication messages. For one team, we run the learned protocol
of [1] and provided at [28] over a given number of time steps and we construct the time se-
ries of the communication messages exchanged between the robots of the team. For each
experiment, the agents start in random positions on the grid and the goal position is also
random.

Time series of extracted features. At the BS-side, through data pre-processing, we con-
struct the time series of features extracted from the communication messages exchanged
between the robots of a team. A feature represents the difference between two consecutive
values from the time series of the messages. This obtained time series of differences is
normalized within the range of [0, 1]. Once an agent has reached the goal, these features
remain constant.

STL formulation for pattern discovery. We aim at discovering patterns, described in terms
of STL formulas, in the time series of features of the communication messages. We select
a major event that we want to monitor: the agents reaching the goal. We identify in the time
series of extracted features a pattern that corresponds to this milestone and we write it as a
template STL formula:

ϕ = □τ (s == input) , where (2.4)

□ is the temporal operator "Always" with the time interval τ , s is the signal and input is the
value to be checked or learned.

STL model checking. We compute the quantitative semantics of the logical descriptions
of the major events that characterize the system’s behaviour, such as robots reaching the
goal. This event is written as an STL template formula described above. The quantitative
semantics of this formula is represented by its robustness value. Through the change in the
robustness value, the STL formula monitors how the event of a robot’s reaching the goal
varies over time. The signal s in equation (2.4) is equal to the time series of the features
computed above and ending at the current time point, with a length of 6. The time interval τ
is equal to 6 and remains fixed across all the experimental runs and for all the agents. When
the robustness value of the STL formula 2.4 is equal to 0, then the agent has reached the
goal. We estimate the time point of reaching the goal as the current time point. If this value
is positive, but close to 0, then the formula 2.4 is partially satisfied and the agent may be
approaching the goal soon. If it is negative, the formula is not satisfied and the agent is not
close to the goal.

Human-interpretable high-level summary of the team’s behaviour. Using logical in-
ference in the form of STL equations, our interpretability methodology provides human-
interpretable high-level conclusions about the behaviour of the team of robots.

Channel access scheme based on STL inference. Through STL inference, the BS es-
timates when a robot from a team has reached the goal. Based on this inference result,
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the BS makes the downstream decision of assigning the data channel access to the other
team. In this case, the data privacy of the robots is preserved, because they do not need to
send their actual location information to the BS. In addition, the signalling is reduced at the
UE-side, because the robots do not need to send more information notifying the BS when
they have reached the goal.

2.1.9. Performance evaluation

Figure 2.17: Through communication, the distance to the goal for other agents decreases
faster after at least one agent has reached the destination.

For one team of three robots, we present the analysis of the communication messages
obtained by running the trained navigation and communication joint policy introduced in [1],
with the code provided at [28]. In Figure 2.17, we display the slope of the Euclidean distance
of a robot’s location to the goal. Vertical lines indicate the time step when an agent receives
the reward after reaching the goal. The first agent to reach the goal at approximately time
point 24, Agent−2, has large negative values of the slope, meaning that it will reach the goal
fast. Until that point, the positive values of the slopes for Agent−0 and Agent−1, shown in
green and in blue, respectively, indicate that they are moving away from the goal. After this
point, the slope for Agent−1 is negative and it reaches the goal next. And again, the slope
becomes negative for the last agent.

Figures 2.18 and 2.19 depict the fact that domain knowledge regarding the position of the
agents on the grid is incorporated in the time series of the communication messages ex-
changed between them. For each agent, the red and green colours used in Figure 2.18,
illustrate the time points when the goal is not visible, and when it is visible, respectively. In
the beginning, the goal is not visible and remains in this state, until it becomes visible. Most
of the time, after the goal has become visible, it remains visible. This feature indicates that
the navigation and communication joint policy is customized for the navigation problem. That
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Figure 2.18: The goal visibility is reflected in the original communication messages.

Figure 2.19: Goal visibility and position as reflected in the pre-processed communication
messages.
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is, a joint policy has been learnt that provides messages useful for navigation and that the
learning process has successfully improved the navigation performance with communica-
tion. A random such joint policy would provide frequent transitions between the goal being
visible and not visible. This would be in contrast to the clear transition present in Figure 2.18.
In Figure 2.19, we observe that there is a global minimum of the communication time series
that indicates when the transition from not visible to a visible goal takes place, as well as the
fact that the messages remain constant after the goal is reached.

Figure 2.20: Our proposed scheduling scheme achieves a more fair allocation of the channel
access time compared with round robin scheduling (ground truth of the agents reaching the
goal in green and the STL estimation in orange).

In Figure 2.20, we illustrate the performance of our multiple access scheme over that of the
round robin scheduling scheme. Our method represents a goal-oriented protocol, because it
is customized for parallel task execution and completion. The two baselines that we compare
against are: the classical round robin scheduling scheme and the same scheduling scheme
as ours, but using the ground truth of the time point when a robot has reached the goal,
instead of the STL estimate. The logical inference results regarding the position estimate of
a robot on the grid performed by the BS are almost identical to the ones provided by using
the ground truth. Thus, the STL inference of when the robot has reached goal provides
accurate information for the BS to give the channel access to the other team. In terms of
mean fairness that is closer to the ideal case of equal sharing of resources, both schemes
show a significant gain over the round robin scheduling scheme. They also exhibit reduced
variance across experimental runs. The STL method has higher variance in fairness over
the ground truth, because of the fixed length of the time series of features used in the STL
model checking. This fixed length is employed to identify when a robot has reached the
goal. This may cause estimation errors across different runs and an adaptive length may
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yield superior performance.

2.1.10. Conclusions

We developed a goal-oriented and lightweight multiple access scheme, which enables the
robots of two teams to share communication channels, to navigate on a grid and to execute
tasks in parallel at their assigned destinations. Our method yields fairness gains over the
classical round robin scheduling scheme, which fails to met the KPI of the use-case, that
is parallel task execution, in some situations. Based on logical inference, our MAC protocol
is task-oriented by design, which ensures the KPI of the problem is achieved. We demon-
strated an approach to create a goal-oriented protocol that is customized for a particular
application and produces performance gains over a general-purpose one.

We have applied an STL model checking procedure that is straightforward to verify and
enables the BS to accurately infer when a robot has reached the goal. The fairness results
obtained in this case are almost identical to the ones obtained if the ground truth of the
robots’ locations were known by the BS. In addition, the STL equations offer a human-
interpretable summary of the behaviour of the robots navigating on the grid. In terms of
signalling, this logical inference procedure performed by the BS reduces the need of control
messages at the UE-side.
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2.2. Emerging MAC Layer Protocols via Signaling Encoding
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2.2.1. Summary

For this topic, we proposed two contributions to the Task 4.1. In the first work, we develop
a novel framework called Protocol Learning with Signaling Encoding (PL-SE) to emerge
protocols that improve data transmission rates with flexible adjustment on downlink control
message overhead. The proposed scheme combines an end-to-end learning approach with
a joint design of signal encoding at the Base Transceiver Station (BTS) and reinforcement
learning at the user equipment (UE). In PL-SE, the BTS extracts and encodes network infor-
mation that the UE cannot directly observe, and this encoded information is used to assist
the UE in channel access decisions to enhance the network’s performance.

Regarding the second work, we propose a lossless compression framework for 5G DCI mes-
sages to tackle the issue of control-plane capacity bottlenecks. The control-plane capacity
bottlenecks often occur when the management of data traffic is overloaded and unable to
handle the volume of requests efficiently. To improve the control-plane capacity and reliabil-
ity, the bit size of 5G DCI messages can be shrunk by a machine learning assisted lossless
compression technique. In particular, a transformer model is studied as a probability distribu-
tion estimator for Arithmetic coding to achieve lossless compression. Feature engineering,
neural model design, training techniques, practicality and system architecture to embed DCI
compression into PDCCH encoding are comprehensively studied. Both temporal and spatial
correlations among DCI messages are explored by the transformer model to achieve reason-
able lossless compression performance. Besides demonstrating the lossless compression
performance on the reduction of the length of a DCI message, the reliability improvement of
PDCCH with the DCI compression technique is also evaluated.

2.2.2. Introduction

2.2.2.1. Background and motivation

Protocol Learning with Signaling Encoding
Cellular technology has evolved to meet a diverse range of functions by introducing signal-
ing that is agreed by both the Radio Access Network and UE. At Layer 2 (L2) in the radio
interface, Control Plane (CP) signaling takes the form of large data structures with multiple
fields, where each field conveys a piece of important information to a radio node. Most de-
vices today can easily handle such large data structures. However, current trends in mobile
computing, especially in the market of wearable devices, suggest that lighter and less capa-
ble devices will abound in the 6G networks of the 2030s. The ability of such future devices
to handle large signaling messages is limited and they would certainly profit from networks
with reduced control signaling overhead.

The control plane ensures that devices behave in a network-controlled and harmonious
manner. Nevertheless, applying the same procedures in all network deployments is not
guaranteed to be optimal (e.g., urban vs rural, residential vs industrial, subnetworks vs
public networks, etc). Ideally, we would like to tailor radio protocols according to specific
deployment requirements and scenarios. With the help of machine learning techniques, the
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AI-based Air Interface (AI-AI) [29] promises to enable a degree of 6G network customization
that had not been possible in previous generations of cellular networks. In particular, radio
protocol learning [10] is a promising method that allows a set of UE and BTS to emerge
novel and custom protocols & signaling schemes such that an objective performance metric
is maximized in a target scenario. Previous work on protocol learning has explored multi-
agent MAC control-plane emergence [11, 30], task-specific control-plane learning [31, 32]
for Discontinuous Reception (DRX), as well as DCI compression [33]. Most previous work
leverages Reinforcement Learning (RL) to decide which control messages to transmit at a
specific time. However, several challenges still need to be addressed. For instance, develop-
ing scalable protocols that optimize metrics like bitrate or goodput, given a limited signaling
vocabulary or transmission resources for the CP.

Downlink Control Information Compression
In a wireless system, the control plane manages the signaling and control tasks for each
device. When a substantial number of devices with low user-plane traffic are connected to
the network, a capacity bottleneck can be aggravated, leading to inefficiencies and poten-
tial service degradation. In particular, 6G networks will need to handle a large number of
connected devices. It is expected that the diversity of device types joining the 6G network
will surpass that of the existing 5G system, requiring advanced management and coordina-
tion capabilities to support the increased connectivity and varied usage scenarios [34, 35].
A conventional solution could be to enhance the reliability of the control channel through
a stronger data detection algorithm [36, 37] to recover the signals or by implementing a
stronger channel code [38–42] so that the number of re-transmissions is reduced. However,
the number of available resources is inherently limited [43]. Enhancing the physical infras-
tructure or optimizing algorithms does not tackle the main challenge that arises because the
control messages are packed and transmitted within the constraints of a wireless medium
with finite resources. To effectively manage the control mechanisms for a large number of
devices, the control plane must optimize the utilization of its limited resources [44]. For ex-
ample, accurately transmitting the source downlink/uplink control information to the receiver
side with a low overhead delivers a larger capacity. Moreover, the extensive range of wireless
scenarios necessitates numerous functions, each contributing to an increase in the length of
the control sequence required to convey all of the information. Apparently, a shorter control
message would require less radio resources so that more devices can be served in a lim-
ited time. Furthermore, a smaller payload allows more redundant bits to be used to protect
the payload message and further improve the reliability of the channel. Pursuing that line
of thought, reducing the control message length becomes an efficient way of improving the
capacity of a system and reducing the overall transmission latency.

Regarding the transmission of a DCI in 5G New Radio (NR), once the DCI payload is cre-
ated, a Cyclic Redundancy Check (CRC) is attached to it before channel encoding. While
DCI messages are independently generated across sub-frames, the behavior of devices
in practice is not random and follows recognizable patterns. This potentially creates cor-
relations among the DCI messages, which can be exploited by data-driven techniques to
improve the efficiency of DCI messaging.

State-of-the-art methods for reducing the length of a message can be divided into two cat-
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egories: lossless and lossy. Lossy compression introduces recovery loss [45, 46], whereas
lossless compression guarantees that the encoded message can be decoded back to the
original message without any errors. Since accurately decoding a control message is es-
sential for maintaining a reliable and stable wireless system, lossless compression is the
preferred choice for reducing the length of a DCI message.

In 3GPP standards, data compression has been a widely discussed topic. For instance, up-
link data compression is studied in [47]. The concept involves employing a dictionary for the
data compressor to look up and compress symbols. While a dictionary is easy to implement,
its compression performance is limited when the underlying distribution of symbols becomes
too complex to be effectively described by a dictionary. In such cases, a machine learning
model can efficiently replace a dictionary for data compression.

Recent machine learning-based lossless compression techniques [48, 49] learn the under-
lying distribution of the source data using a machine learning model, achieving a better CR
compared to traditional "look-up" table-based methods such as Huffman Coding (HC) [50]
and Lempel-Ziv-Welch [51]. These conventional methods rely on frequency statistics of
symbols, which limit their ability to compress sequences containing complex dependencies
compared to machine learning-based methods. However, to the best of the authors’ knowl-
edge, the application of these methods to control-plane signaling compression in wireless
systems has not been explored in the literature.

2.2.3. Project objectives

Both works contribute to WP4-O2. PL-SE introduces a flexible scheme for managing the
number of downlink Learnable Control Embeddings (LCE) depending on the system re-
quirements on the signaling overhead. On the other hand, DCI compression losslessly com-
presses the DCI message without introducing any decoding errors to the DCI payload. While
the length of DCI payload is reduced, the number of required resources to transmit the DCI
payload may be decreased. This favors the scheduler to reduce the controlling overhead of
UE in the network. In addition to the proposed architectures that reduce the signaling over-
head, numerical results have been conducted to justify the improvement on the performance
metrics such as geometric mean of user throughput for the PL-SE work and compression ra-
tios and Frame Error Rate (FER) over PDCCH for the DCI compression work, thus achieving
WP4-O3.

2.2.4. Proposed Solution

Protocol Learning with Signaling Encoding
State-of-the-art protocol learning methods train intelligent agents to emerge communication
protocols for mobile devices. However, existing approaches often rely solely on local in-
formation [10, 11], such as the history of CP messages and user plane (UP) data packets,
observed by the BTS or UE.

CP messages are generated by various functions like schedulers, power control algorithms,
and link adaptation mechanisms. While these messages contain valuable information, it’s

Dissemination Level: Public. Page 48



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

© 2022 Nokia2 <Document ID: change ID in footer or remove> <Change information classification in footer>

UE

Reinforcement learning model

Encoder & 

Quantization layer

BTS

Observation

(BTS)

LCEs

Trainable processors

Data transmission
Control Plane

Data Plane

Downlink control signals (LCEs)

Observations

(UE)

UE past throughput

UE buffer status

Scheduler

Figure 2.21: Proposed PL-SE framework

unclear which specific information is essential for optimal performance. To address this lim-
itation, we propose a novel approach that extracts relevant information from the BTS and
transmits it to the UE via a learnable encoder with quantization. The output of this encoder,
referred to as LCE, is transmitted as additional information through the CP. By leveraging
both LCEs and local information, the RL agent at the UE can make more informed decisions
and optimize system performance.

Fig. 2.21 illustrates our proposed PL-SE framework for uplink transmission by assuming
that the UEs are eligible to transmit a packet without waiting for a scheduling grant. The BTS
and UE form an end-to-end RL training scheme, where both the encoders at the BTS and
the RL agent at the UE are trainable. A non-exhaustive list of the control-relevant features
leveraged by the BTS and UE for uplink transmissions is given next:

• BTS features: Channel State Information (CSI) for the UE candidate, measured UE
throughput, buffer status, proportional fair metric and scheduling decisions.

• UE features: measured throughput, buffer status, received LCEs or an indicator for
whether the retransmission is triggered.

These features are processed by the encoder and RL agent to develop a protocol that meets
user-specific requirements. The trainable processors at the BTS (encoder) and UE (RL
agent) will be described in detail in the following sections.

2.2.5. BTS - Encoder Structure

(Input Features for the encoder) The encoder embedded in the BTS is designed to select
and encode network-relevant information to assist the UE in channel access.
In a network with N UEs, let ϑt

i represent the BTS features for the i-th UE at the t-th
Transmission Time Interval (TTI). The features used to generate the encoded information
for the i-th UE are collected and ordered as follows:

X t
BTS,i =

{
ϑt

i ,ϑ
t
j |for j ∈ {1, 2, ..., N} \ i

}
. (2.5)
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To incorporate temporal information, a memory buffer of size L stores historical data:

X̄ t
BTS,i =

{
X t

BTS,i , X t−1
BTS,i , ..., X t−L

BTS,i

}
. (2.6)

(Encoder and quantization layer) Once the BTS decides to transmit a control message to
the i-th UE, the historical features X̄ t

BTS,i are collected and fed into an encoder. The encoder
maps these features to a lower-dimensional representation. Subsequently, a quantization
layer converts these lower-dimensional values into bits as control embeddings.
A quantization layer can be implemented by adjusting the functions of neurons during the
forward pass and backpropagation. In the forward pass, the output of the quantization layer
is

fforward(y ) =

{
1, y ≥ 0,
−1, y < 0.

(2.7)

During the backprogation, each node is modified to have a gradient of ∂fbackprop(y )/∂y = 1.
The bits obtained from the quantization layer are the LCEs that will be transmitted to the UE.
Assuming there are U LCEs (or neurons in the quantization layer), the LCEs vector to be
transmitted to the UE is defined as Ŷ = [ŷ1, ŷ2, ..., ŷU ].

2.2.6. UE - Agent Training

As observed in Fig. 2.21, LCEs are transmitted as CP messages to the UE. To determine
the actions of the UE for the User Plane (UP) and CP, a RL agent is trained and employed
on the UE side. The following sections introduce the fundamental components for training
the agent.

(State) Besides the UE-specific contextual information that the previous section has men-
tioned, similar to the BTS, a memory buffer can be used at the UE to enhance the feature
space. These UE historic information are defined as

X̄ t
UE,i =

{
X t

UE,i , X t−1
UE,i , ..., X t−L

UE,i

}
. (2.8)

Note that although the agent is equipped at the UE side, during the training phase, the
state of the agent of experience collection is considered at the BTS end so that gradients
are back-propagated to the encoder. This infers that the actual state for the UE agent is a
concatenated sequence of

st
i = [(X̄ t

UE,i \ X̄ t
lces,i), X̄ t

BTS,i ]. (2.9)

We use X̄ t
lces,i to denote the memory buffer for the LCEs that are allocated to the i-th UE.

(X̄ t
UE,i \X t

lces,i) refers the fact that LCEs are generated from the encoder with features of X̄ t
BTS,i .

The overall training scheme becomes a centralized multi-agent training, where the experi-
ences of all the UEs are collected to update the agent model and the UEs share the same
model to improve the stability of the overall system.

Note that different from the conventional Proximal Policy Optimization (PPO) method where
the critic and actor networks share the same state vector, the state vector for the critic net-
work is the state collected at the BTS, instead of the local UE state. This allows the critic
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network to accurately estimate the advantage during the training phase. On the other hand,
the actor network takes the UE’s local information as the state to make a decision on the
action.

(Action) The action for the UE depends on the exact functionality that the UE plans to co-
ordinate with the BTS. Depending on the types of physical channels that the UE transmits
a data through, a typical action for the UE in an uplink transmission is to make a decision
of channel access for transmitting a packet through a certain group of Physical Resource
Block (PRB) or sending a scheduling request to the BTS. These actions can be considered
independently to be chosen from a policy model, or an integer representation can be used
to represent the combination of actions on different control messages. The learned agent
chooses actions for the CP and UP at each TTI to optimize the cumulative reward (perfor-
mance metric) that the system is desired for.

(Reward with User-Specific Performance Metric) Modern wireless communication sys-
tems need to satisfy multiple Quality of Services (QoS) criteria such as average Packet
Delay Budget (PDB), required bit rate, and etc. Based on the fact that the agent is trained
to maximize cumulative rewards, a strategic reward design enables the emerged protocol to
satisfy multiple QoS requirements. Let κu represent a preset constraint on a performance
metric u, such as an upper limit on PDB or the maximum number of uplink control bits
per packet transmission. Suppose there are M constraints. The reward for the i-th user is
designed to be a product of the geometric mean of user throughput and a combination of
indications of whether a condition is satisfied:

ri = χ

(
2

Nc∏
j=1

cj − 1

)
, (2.10)

where

• χ =
(∏|U|

u=1 pu

)1/|U|
refers to the geometric mean of user throughput with pu indicating

the instantaneous throughput.

• cj =

{
1 for κi is satisfied
0 otherwise

, where in total, Nc conditions may need to be satisfied.

The RL agent receives a valid reward on the geometric mean of user throughput only when
user-specific constraints are met. This incentivizes the agent to learn to satisfy these con-
straints to maximize cumulative returns.

(RL algorithm) With the fundamental information of state and actions provided in previous
sub-sections, any modern RL algorithms should be applicable for PL-SE to maximize the
accumulative reward. As an example, assuming that PPO is chosen as the reinforcement
learning agent, given a replay buffer B that stores the past experiences of the agent, the loss
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functions to update the critic and actor networks can be defined as [52]:

LPPO = Lvalue − Lpolicy − νLimitation + ζLimitation, (2.11)

Lvalue =
1
2
E
{

(V (s)− K̂ )2}, (2.12)

Lpolicy = E
{

min
(
ϱ(θ)Â, clip(ϱ(θ), 1− ϵ, 1 + ϵ)Â

)}
, (2.13)

Lentropy = H(a|s; πθPPO), (2.14)

Limitation = − 1
Na

Na∑
i=1

di log(ci) + (1− di) log(1− ci) (2.15)

where:

• ζ: A coefficient that controls the entropy-regularization strength to encourage explo-
ration.

• H(·): The statistical entropy of the current policy.

• Â: The advantage function, estimated using a generalized advantage estimator [53].

• ϱ(·) =
πθPPO
πθ′PPO

: The probability ratio between the updated policy (πθPPO) and the old policy

(πθ′PPO
).

• ϵ: A clipping parameter that constrains policy updates, helping maintain training stabil-
ity.

• V (·): The estimator of the state-value function.

• K̂ : The target return, computed from cumulative discounted rewards.

• Na: The number of elements in the action space.

• ci and di : The label of action from an expert policy (e.g., Proportional Fair scheduling)
and the probability of action sample, respectively.

Compare to the loss functions of conventional PPO algorithm, there is an imitation loss com-
ponent to guide the PPO agent to quickly learn a policy. For instance, the expert action for
channel access can be the scheduling decisions from a Proportional Fair scheduler. The
other loss components help the agent to learn to a new policy that outperforms the expert
guide.

Downlink Control Information Compression
To address the potential delay in encoding DCI messages from symbols, we propose esti-
mating the distribution field-by-field, triggering the transformer model based on the number
of fields rather than payload bits. This method enables the model to learn and identify the
correlation patterns represented by fields, resulting in fewer inference calls compared to
triggering the neural model for each individual bit. Additionally, it thoroughly examines the
design of the loss function, training techniques, and memory buffer delay lengths to ensure
robust compression performance.
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Assume that there is a radio network controller handling some of the control-plane tasks,
where the DCI messages are collected for machine learning training and validation. Let X =
{x1, x2, ..., xT} represent the set of DCI messages collected from the first TTI to the T -th TTI.
Each DCI message xt ≜ {xt ,1, xt ,2, ..., xt ,N} contains N bits, where xt ,i ∈ F2. Furthermore, a
DCI message is structured into D distinct fields. For a given message in the t-th TTI, the k -th
field is denoted by dt ,k so that we also have xt = {dt ,1, dt ,2, ..., dt ,D}. Each field dt ,k consists of
Mk bits, and hence, we have

∑D
k=1 Mk = N. We define the following two types of correlation

that could exist between DCI messages or within a single DCI message.

• Temporal correlation: The absolute of the Pearson correlation coefficient, |ρ(xt ,i , xt−t̂ ,j)|,
might be greater than 0 for t̂ < t with i , j ∈ {1, 2, ..., N}. Temporal correlation refers to
the possible correlation between the current and the previous control bits in the DCI
control messages.

• Spatial correlation: The absolute of Pearson correlation coefficient, |ρ(xt ,i , xt ,j)|, might
be greater than 0 for any i ̸= j . Spatial correlation refers to the possible correlation
amongst the control bits in the current TTI.

2.2.6.1. Framework

The main motivation for employing a Neural Network (NN) predictor for Arithmetic Cod-
ing (AC) is to learn the underlying correlation between symbols to accurately estimate the
probability distribution of each symbol to be compressed. If the DCI message is compressed
following the method proposed in [48], a direct way of constructing the input features for the
NN predictor would be a concatenated sequence ut ,i =

[
xt−L, xt−L+1, ..., xt−1, xt ,i−1

]
to com-

press the i-th control bit of the t-th TTI. A memory buffer of size L is assumed and the output
layer can be a single neuron with a sigmoid activation function fsigmoid(x̂t ,i) = 1

1+e−x̂t ,i
that rep-

resents the probability of the i-th control bit being 1. However, this method, particularly with
Recurrent Neural Network (RNN), faces scalability issues due to linearly increasing time in-
dices with the TTI length, risking gradient vanishing and reduced performance. Moreover,
the bit-wise compression approach necessitates N invocations of the RNN cell per DCI mes-
sage, leading to significant computational overhead. To mitigate these latency and scalability
challenges, employing a transformer model is advantageous.

Transformers efficiently handle long-range dependencies using positional encoding and at-
tention mechanisms, making them well-suited for DCI compression, even with longer mes-
sage lengths or larger memory buffers. Specifically, when the wireless system exhibits stable
and periodic patterns in control messages over an extended time range, the attention mech-
anism excels at capturing these temporal features. Moreover, without introducing much
additional computational complexity, each field can be represented by an integer value and
embedded by a neural embedding layer. The embedding layer maps each field into an arbi-
trary preset dimension to explore the correlations between fields. In particular, depending on
the hardware memory size of a BTS and a UE, the integer embedding layer for the source
binary data of a transformer network can be manually adjusted by a preset parameter, η.
Then, the number of integer representations of one field can be calculated as

sk =

{
qk2η + 2η̂ , Mk > η,
2Mk , Mk ≤ η,

(2.16)
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Algorithm 1: DCI Compression with a transformer model
Input: x̃t , x̃t−1, ...,x̃t−L
Output: ẋt
Step 1: Generate TD & SD features: encoder and decoder features are found by (2.17) and
(2.18), respectively.
Step 2: Find the probability estimate for each bit in the k -th field:
ŷt ,k = ftransformer(uencoder

t ,k , udecoder
t ,k ).

Step 3: Apply AC and compress the bits in the k -th field: fAC(ŷt ,k ,j ) for j ∈ {m|xm ∈ dt ,k}.
Step 4: Move to the next field: k ← k + 1 and go back to Step 1.

for k ∈ {1, 2, ..., D}, where qk is the quotient of Mk divided by η, and η̂ = (Mk mod η). Choos-
ing η = maxk∈{1,2,...,D}

{
Mk
}

guarantees that all the DCI fields can be represented by a single
integer and embedded. Otherwise, the DCI field is divided into several segments and trans-
formed into an integer separately. Since the dictionary size for embedding may become
large for a wireless system with a wide bandwidth which correspondingly needs control bits
to represent the frequency domain allocation, choosing an affordable value of η balances
the tradeoff between the requirement of computational resources and compression perfor-
mance. A high value of η results in a large dictionary size, placing a greater memory require-
ment from the computational resource. Conversely, a low value of η yields multiple segments
of one DCI field, compromising the expressiveness of the transformer model. In total, there
are

∑D
k=1 sk integers to be embedded by the embedding layer and the source binary data xt

can be represented by an integer form of x̃t =
[
rt ,1, rt ,2, ..., rt ,R

]
with R =

∑D
k=1 (qk + 1), which

refers to the number of integers required to encode the binary source data.

With the integer representation of source DCI data, the encoder and decoder models of a
transformer can be used to explore the temporal and spatial correlations, respectively. The
integer representations are fed into the embedding layer, which converts the field into a
dense vector of fixed size. Denote uencoder

t ,k and udecoder
t ,k as the Time Domain (TD) and Spatial

Domain (SD) features for the encoder and decoder. A memory buffer of size L can be used
to form the encoder feature. The decoder feature can be constructed by memorizing all the
previous bits that have been compressed and applying zero-padding to fix the size of feature.
As a result, uencoder

t ,k and udecoder
t ,k are constructed by:

uencoder
t ,k =

[
x̃t−1, x̃t−2, ..., x̃t−L

]
, (2.17)

udecoder
t ,k =

[
rt ,1, rt ,2, ..., rt ,k−1, 0∑k−1

j=1 (qj +1)

]
. (2.18)

(Example) Assuming that there are D = 3 distinct fields and each field contains number of
bits of M1 = 13, M2 = 3 and M3 = 5. Suppose the preset parameter η is set to η = 5, the
number of integer representations of each field is found by s1 = 64 + 8 = 72, s2 = 23 and
s3 = 25, where the first field is divided into 3 segments. The total number of unique integers
to represent all the fields becomes

∑D
k=1 sk = 112.

Following conventional transformer architecture, on the transformer encoder side, it con-
tains functions of embedding (maps the integer representations to the fixed size vector),
positional encoding (provides the essential sequence order information), self-attention
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network (calculates the attention score for the embedded information), layer normaliza-
tion [54] (normalize over the dimension of channels to stabilize the learning process), feed-
forward network (further processes and combines the enriched representations returned
from the self-attention network) and layer normalization. If multiple layers are predefined,
the above structures are iteratively constructed to form up a deeper network.

Similarly, on the decoder side, the same functions are employed, except that there is a
cross-attention network to integrate the encoder and decoder’s information. The transformer
models for the encoder and the decoder effectively learn the long-range dependencies in
signals, which in our case, refer to the past DCI.

Regarding the output layer of a transformer model, conventional method employs a softmax(·)
function to find the next possible symbol. For DCI compression, the objective function is to
maximize the CR, which is equivalent to minimizing the cross-entropy loss between the es-
timate and the actual control bits. Therefore, the output layer is designed to have a size of
Soutput = maxk∈{1,2,...,D}

{
Mk
}

. And the activation function can be adjusted to a fsigmoid(·) func-
tion to estimate the distribution of each bit in the field. Since the field size is a prior knowledge
for both BS and UE, during the sequential process of AC, the output neurons that are not
valid for a field can be masked out to stabilize and improve the training performance. As a
result, the output label for each field is defined as

yt ,k =
[
dt ,k , 0Soutput−Mk

]
, (2.19)

for k ∈ {1, 2, ..., D}. In summary, the major block sizes for compressing a DCI message with
a transformer model are proposed as:

Sencoder = LR
Sdecoder = R
Soutput = max

k∈{1,2,...,D}

{
Mk
}

.
(2.20)

With above framework, the DCI message is represented and processed by fields. The AC
still encodes (decodes) sequentially through the estimate of probability distribution over each
payload bit. However, the latency of compression and decompression is reduced since the
NN models are called by much fewer times than bit-wise processing.

2.2.6.2. Training Techniques

To investigate the impact of training techniques on the test performance of transformer mod-
els, we introduce two novel training methods. First, a DCI field interleaving method is em-
ployed to mitigate the risk of overfitting. Second, a modified focal loss function is proposed
to reduce the variance of the resulting CR.

It is important to note that while the binary cross-entropy loss function optimizes the average
CR, the variance of the CR can significantly impact the final channel decoding performance.
This is because the longest DCI message will have the largest code rate, which serves as
the upper bound for the Block Error Rate (BLER) when assuming a fixed encoded length.
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Figure 2.22: DCI compression with a transformer model

DCI field interleaving

A common practical Machine Learning (ML) problem is choosing the right model that fits
well to the feature data, or adjusting the feature data without introducing much computa-
tional complexity so that the chosen model can learn the features faster and converges to
a good generalization performance. For ML-based lossless compression, the compression
performance relies on how well the learned model matches to the true underlining distri-
bution of each symbol to be compressed conditioned on the given features. In this case,
the features refer to the past DCI messages for the transformer encoder and previous AC
encoded DCI field. As can be noticed from (2.18), the features of a transformer’s decoder
follow a structure of Toeplitz matrix, where the left-most fields are used as features more
often than the tail field. This comes from the fact that the AC follows a sequential encoding
(decoding) manner, where the compressed bits are sequentially encoded (decoded) [55].
The first encoded (decoded) fields are treated as the prior knowledge for the following fields.
In other words, the distribution of features for the transformer model to learn from depends
on the order of DCI fields and the order affects the ultimate generalization performance of
the trained model. Therefore, we propose to reorder the fields on top of the proposed DCI
compression scheme. If the number of DCI fields is small, a solution to determine the field
order is to list out all the possible combinations and train the transformer model to find out
the model with the best validation score. However, listing all the possible combinations is
infeasible as the number of combinations is (D!), and the number of DCI fields is generally
more than 10 (e.g., Format 1_0 in 3GPP standards [56] for scheduling PDSCH with CRC
scrambled by C-RNTI has 13 fields). To determine an order without introducing much addi-
tional complexity, we propose ordering the fields in descending order of their entropy values.
Denote Ek as the alphabet of set of discrete values and Ek as the underlining variable for
the k -th DCI field in the training dataset. Then, the entropy value can be estimated from a
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histogram-based method that has

H(Ek ) = −
∑
e∈Ek

p(e)log
(

p(e)
)

, (2.21)

where p(e) denotes the normalized frequency of discrete value e. Since the field comprises
binary bits, the entropy of each field can be estimated through a histogram-based method
as in (2.21). Once the entropy of each field is estimated, the fields are sorted in a descend-
ing order, where the more uncertainty (randomness) of the field, the closer to the front that
the field is allocated to. A direct intuition behind it is that the field with a large entropy may
contain more bits. The SD features follow a Toeplitz matrix, where the more randomness of
the field, the more frequent of the field that will be used in the transformer’s decoder feature
ûdecoder

t ,k . Diversified features avoid bias information that might lead the transformer model to
be trained to a local minimal. In contrast, if the control bits are constant, which result in a low
entropy value, putting these bits to the front may easily guide the transformer to converge to
a non-generalized model due to the bias of bit value.

In summary, the proposed field-wise interleaving method is a preprocessing step applied
before training the transformer model, as depicted in Fig. 2.23. This method reorders the
DCI fields based on an order calculated using (2.21) from the training dataset. After this
reordering, all features and labels collection, as well as the DCI compression steps, can
proceed according to Algorithm 1. Note that the proposed reordering method serves as a
training technique to avoid overfitting. There is no additional information introduced to help
the NN model achieves a higher CR if the NN model is perfectly trained to maximize the
closeness of estimate and true distributions of the symbols based on the temporal features.

Modified focal loss
The original focal loss introduced in [57] was proposed to address the issue of an imbal-
anced number of classes to be identified. As demonstrated in [48], a binary cross-entropy
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loss is employed to minimize the average estimation error per symbol. Consequently, the
overall CR is maximized over the symbols.

However, minimizing the average estimation error per symbol means for certain DCI fields
that are rare or difficult to be estimated from the spatio-temporal features, could lead to a low
CR. Compared to sequences that can be losslessly compressed into shorter lengths, se-
quences with low CR introduce the most errors. This is because the code rate after channel
encoding is high if the compressed message is encoded into a fixed length. This is undesir-
able, as improving the reliability of PDCCH is the key target of losslessly compressing the
DCI message.

To tackle the issue of some DCI messages not being compressed, we propose a modified
focal loss. In this approach, weights are attached to the samples of DCI messages accord-
ing to the minimum binary cross-entropy loss per bit over one DCI message. Higher weight
values result in larger gradients being back-propagated to the transformer model, thereby
reducing the errors on the bits that introduce a large estimation error. As a result, the min-
imum estimation error over a DCI message can be reduced. Reducing the CR variance is
essential for achieving consistent performance across all DCI messages, which in turn sta-
bilizes link-level performance and enhances PDCCH reliability.

Define yt ,j as a label for the control bit to be estimated at the t-th sample of a batch and
j-th bit position in the field and ŷt ,j as the estimate. The modified focal loss, LMF(yt ,j , ŷt ,j) is
defined as

LMF(yt ,j , ŷt ,j) =
1

NT

T∑
t=1

(1− wt )γ
N∑

j=1

LBCE(yt ,j , ŷt ,j), (2.22)

wt = min
(
LBCE(yt ,j , ŷt ,j) | j ∈ {1, ..., N}

)
, (2.23)

LBCE(yt ,j , ŷt ,j) = yt ,j logŷt ,j + (1− yt ,j)log(1− ŷt ,j), (2.24)

where γ is a hyper-parameter to be tuned to control the scale of each weight.

2.2.6.3. PDCCH encoding and decoding with DCI Compression

Considering the initial motivation of compressing DCI messages is to enhance the reliability
of a control channel and serve more UEs in a limited time, Fig. 2.24 depicts a proposed
PDCCH encoding and decoding architecture with the DCI compression technique. 5G NR
PDCCH standardized Polar code [39,40,58] as the channel code to encode the DCI payload.
In PDCCH, depending on the factors such as channel condition and UE capability, an appro-
priate aggregation level is selected to encode the DCI payload, where the higher the level,
the more robustness to errors. The UE scans over the search space to attempt to decode
the channel encoded DCI message. It can be seen that since the DCI compressor does
not introduce decoding errors and the CRC provides the information on errors detection,
the DCI compressor and decompressor can be directly embedded into the transmitter and
receiver blocks. Specifically, once the DCI payload data are generated, the DCI message
is losslessly compressed using a well-trained transformer model. If a fixed length for the
DCI message is required after compression, zero-padding can be appended to the payload
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Figure 2.24: Embedding DCI compression into PDCCH encoding and decoding, where Π
refers to the interleaver.

data to achieve the desired length before channel encoding. The losslessly compressed DCI
message is then channel encoded according to the standards.

At the receiver side, a list decoding that lists out all the possible number of zero paddings can
also be implemented to improve the decoding performance. In particular, for a soft decoding
method, the soft Log-Likelihood Ratios (LLR) of the padded zeros at the end of losslessly
compressed sequence can be set to the threshold before multiple rounds of decoding. The
benefit of getting a shorter DCI message is that the code rate is reduced which results in
a better decoding performance under the same signal-to-noise ratio (Es/N0). Additionally,
with a more robust channel decoding capability, the table of modulation and coding scheme
can be re-designed to achieve an identical decoding performance as the scheme without
lossless compression with less number of control elements. In essence, the standardized
PDCCH encoding can be easily adjusted and summarised into:

• DCI compression (with zero-paddings to unify the payload length)

• 5G NR PDCCH encoding

Correspondingly, the PDCCH decoding can be summarised into:

• 5G NR PDCCH decoding (alternative list decoding to improve channel decoding per-
formance)

• DCI decompression

The above proposed zero-padding method is a simple implementation that enhances the re-
liability of PDCCH without much changes on the standardization signalling, a mature design
can be having an additional DCI format that is dedicated for DCI compression, where the
compressed length and the original DCI format before compression can be informed. The
machine learning model is shared from the BTS to the UE before a session of triggering
DCI compression. It is expected that the BTS collects a set of training samples to update
the transformer model. Once the model is well-trained, the BTS may share the model to the
UE over the air or upload it to a cloud for the UE to download. A signalling for triggering or
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Algorithm 2: Buffer Delay Lengths Selection
Input: X train, X validation

Output: selected L delay lengths
Step 1: Generate the features and labels: X̃ train = ftemporal(X train, M),
X̃ validation = ftemporal(X validation, M), Ỹ train = X train and Ỹ validation = X validation.

Step 2: Train a deep neural network: WDNN ←
∂LBCE

(
fDNN(X̃ train),Ỹ train

)
∂WDNN

.
Step 3: Compute the validation score: υ = LBCE

(
fDNN(X̃ validation), Ỹ validation).

Step 4: Reshape the concatenated validation features: X̂ validation = freshape(X̃ validation).
Step 5: Shuffle the batch dimension of the i-th delay length while fixing other memory lengths
unchanged: X̂ validation ← fshuffle(X̂ validation, i).
Step 6: Reshape X̂ validation back to its original dimensions: X̂ validation ← f−1

reshape(X̂ validation)
Step 7: Compute the permutation importance: κi = L

(
fDNN(X̂ validation), Ŷ validation)− υ.

Step 8: Move to the next field: i ← i + 1 and go back to Step 4 until i = M.
Step 9: Select the delay length indices with the largest permutation importance:
argsortL{κ1,κ2, ...,κM}.

ending a session with DCI compression can be agreed by both BTS and UE. In practice,
the model can be updated and shared when the compression performance falls below a
specified threshold, or the frequency of updating the model can be dynamically controlled
via Radio Resource Control (RRC) messages.

2.2.6.4. Buffer Delay Lengths Selection

As depicted in Fig. 2.22, a memory buffer is used to explore the temporal features that the
transformer model inputs to improve the accuracy of the probability distribution estimate.
However, by default, the memory buffer stores the latest transmitted DCI messages. This
raises the question of whether the closest L DCI messages have the strongest correlation to
the current DCI message to be compressed. In other words, using the closest L DCI mes-
sages may not yield the best CR due to the lack of information from earlier DCI messages.
In particular, when the closet DCI message is insufficient to fully capture the characteristics
of periodic control patterns, such as resource assignment, increasing the delay index stored
in the memory buffer can enhance the prediction accuracy of the transformer model. There-
fore, this section proposes a buffer delay length selection method to improve compression
performance without increasing the memory buffer size. In particular, by determining the
importance of delay indices, a certain subset of delay indices are selected, where the delay
index can exceed the size of memory buffer to find the DCI message far behind.

Suppose there is a training dataset X that allows a memory buffer to memorize up to M DCI
messages. To reduce the memory size that the UE needs to equip and improve the gen-
eralization performance, the BTS selects L buffer delay lengths from the set of {1, 2, ..., M}
delay lengths. To choose that, a sequence-wise permutation importance can be found as
introduced in Algorithm 2. In Algorithm 2, there are essential 3 functions to compute the
sequence-wise permutation importance and they are discussed as follows:

• ftemporal(X , M): given a batch of dataset X = [x1, x2, ..., xT ] that is ordered by the time
indices, ftemporal(X , M) finds the concatenated sequence with a buffer size of M.

Dissemination Level: Public. Page 60



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

ftemporal(X , M) = [x̂1, x̂2, ..., x̂T ], where x̂t = [xt−1, xt−2, ..., xt−M ]. For the sequence of{
t − k < 0|k ∈ {1, 2, ..., M}

}
, zeros are assumed.

• fDNN(X ): a deep neural network that returns the probabilities of bits being 0 or 1.

• freshape(X̂ ): given X̂ is the concatenated sequence with a dimension of (B, MN),
freshape(X̂ ) reshapes the input to have a dimension of (M, B, N).

• fshuffle(X̂ , i): given the input that has dimensions of (M, B, N), fshuffle(X̂ , i) shuffles the
samples over the dimension of batch given delay length index i .

Algorithm 2 shuffles the orders of samples from a certain delay length and computes the
importance score. Once all the importance scores over the M indices are collected, they
are ordered and the top L delay lengths are selected as for the memory buffer. The delay
lengths served as part of the parameters to be shared from the BTS to the UE since the UE
collects and creates temporal features locally to match the input vector for the encoder at
the BTS side.

2.2.7. Performance Evaluation

Protocol Learning with Signaling Encoding
Previous sections introduced the general end-to-end framework for developing a protocol
with signaling encoding, where the signaling is encoded into downlink control embeddings
that the UE can read and react to. To demonstrate the effectiveness of the proposed frame-
work in improving user throughput with difference number of LCEs, we choose Contention-
Based Physical Uplink Shared Channel (CB-PUSCH) for uplink transmission. In this setup,
the UE selects an index of a sub-group of PRB to transmit a packet without waiting for a
transmission grant and a constraint on the packet queuing delay is preset. The UE is as-
sumed to have successfully received the LCE from the BTS before making a decision on
channel access. The detailed system parameters are listed in Table 2.1. The FTP Model 3
is selected to generate a large number of small packets within a short time, facilitating the
evaluation of channel access performance under the proposed framework.

The following results were obtained from a Nokia internal 5G-NR compliant system-level
simulator. To embed the proposed PL-SE framework into the simulator, the fundamental
components for training the RL agent and encoder at the BTS were introduced as below.

(State at BTS) The encoder’s input contains the information of each UE’s normalized past
throughput, buffer status, the Proportional Fair (PF) metric for each sub-group of PRBs and
the label of scheduling decisions from a Proportional Fair scheduler.

(State at UE) The local features of each UE include the normalized past throughput, number
of consecutive times without channel access, buffer status, an indicator of whether the agent
is triggered under a re-transmission.

(Action) The action for the RL agent is simply the index of the sub-group of PRBs to trans-
mit a packet through, or the UE can choose to halt without transmitting any packet. The
action of halt can be selected when the buffer is not empty. The action space has a size
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Table 2.1: System parameters

Evaluation Parameters
Parameter Value

Deployment 3GPP Dense Urban Macro
(see Table 6.1.2-1 in [59])

Number of cells 3
Inter-site distance 200 m
gNB height 25 m
gNB Tx power 43 dBm
Number of UEs 72 uniformly distributed
Random drops 5

Number of Sub-Group of PRBs 6
Total number of PRBs 48
Carrier frequency 4 GHz
Subcarrier spacing 15 kHz

UE speed 3 km/h
UE height 1.5 m
UE receiver LMMSE IRC
UE antenna 1 dual-polarized Rx antennas
Indoor probability 0.1

Traffic model FTP Model 3 [60]
FTP3 with 32 Bytes packets,
1500 packets/s

Parameter for End-to-End Training
Parameter Value

Number of LCEs 0, 2 or 4
Encoder network size Hidden layers (64, 16)
Actor network size Hidden layers (128, 32) &

(32, ) for a skip connection from
the LCE to the output layer

Critic network size Hidden layers (64, 16)
Optimizer Adam
RL Algorithm PPO

of 7, consisting of 6 sub-group PRB indices. The same actor model is used for both HARQ
re-transmissions and new transmissions.

(Reward) Here we assume one condition that each UE on average should not exceed con-
secutive 5 halts for a queued packet. The reward during simulation for each TTI is designed
to be

ri =
χ

χ̄

(
21{hi < 5}1{C(ai) < 2} − 1

)
, (2.25)
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Figure 2.25: Simulation framework with HARQ re-transmission resource allocation performs
first

where χ̄ denotes a scaling factor on the geometric mean of user throughput and 1{·} refers
to the indicator function that returns 1 if the condition is satisfied. Otherwise, it returns 0. hi

represents the number of accumulated consecutive halts of the i-th UE and

C(ai) =

{∑|U|
j=1 1{ai = aj}, ai ̸= H,

0, ai = H.
(2.26)

returns the number of UEs that have chosen the same PRBs index as the i-th UE, where
the action of halt (H) does not trigger this collision condition.

The simulation procedure follows the graph shown in Fig. 2.25. The training and test phases
run consecutively, with the actor and critic networks frozen during the test phase. During
the training phase, a centralized model is updated and accessed by the 3 cellular networks.
PPO is employed to train the actor network. The UE observes the states and rewards,
making channel access decisions. These fundamental components are saved into a buffer
for updating the critic and actor networks. Both retransmission and new transmission can
trigger the RL agent to make a decision on which sub-group of PRBs to transmit a packet
without requiring the transmission grant from the BTS.
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Figure 2.26: User throughput [Kbps] distribution with 95% confidence interval (shaded area)

For CB-PUSCH, UE can transmit uplink data without explicit scheduling from the base sta-
tion. Therefore, the baseline algorithm is a random selector (RS), where the UE randomly
selects an index of a sub-group of PRBs to transmit a packet without waiting for a trans-
mission grant. This represents the floor performance. In addition, we implemented a PF
BTS-located scheduler, where we assume that the scheduling results are correctly received
by the UEs, allowing the UE to access the channel based on the scheduling results without
experiencing collisions. In Figs. 2.26 and 2.27, we refer to it as “Genie-PF” as the delay of
scheduling request and scheduling grant are not taken into consideration.

We tested PL-SE with different number of LCEs to justify the effectiveness of LCE. When
there are 0 LCE, the PPO agent implemented at each UE chooses an action only based on
the local information that it has, while in the other cases, 2 and 4 LCEs are introduced and
transmitted by the BTS. As shown in Table 2.2, the proposed PL-SE has achieved a maxi-
mum performance improvement of 179.8% in the geometric mean of cell throughput per TTI
compared to the RS baseline with additional halt actions within the PL-SE mechanism and
4 LCEs. In comparison, when there are 0 LCE or 2 LCEs, the performance gains for the
geometric mean of user throughputs are 90.4% and 130.1%, respectively, compared to the
RS baseline. We observe that when there are 4 LCEs, it slightly outperforms the PF, which
serves as the expert policy for the PPO agent. Furthermore, Fig. 2.27 illustrates the Layer 1
PDU delay, showing that that an increased number of LCEs results in a lower Layer 1 PDU
delay due to fewer collisions. The condition of no more than 5 consecutive halts is equivalent
to having at least one transmission trial within 0.71 ms. From Fig. 2.27, it can be observed
that approximately 57%, 45% and 39% L1 PDU satisfy this constraint with 4, 2 and 0 LCEs,
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Figure 2.27: Layer 1 PDU delay [ms] with 95% confidence interval (shaded area)

respectively. Comparatively, for RS, 34% of L1 PDU meet the constraint.

Table 2.2: Performance comparison between PL-SE and RS

Methods GeoMean

PL-SE with 0 LCEs (User Throughput [Kbps]) 68.16 (90.4%)
PL-SE with 2 LCEs (User Throughput [Kbps]) 82.36 (130.1%)
PL-SE with 4 LCEs (User Throughput [Kbps]) 100.13 (179.8%)

RS (User Throughput [Kbps]) 35.79 (0.0%)
Genie-PF (User Throughput [Kbps]) 99.61 (178.3%)

Methods Median

PL-SE with 0 LCE (L1 PDU [ms]) 1.0 (35.5%)
PL-SE with 2 LCEs (L1 PDU [ms]) 0.86 (44.5%)
PL-SE with 4 LCEs (L1 PDU [ms]) 0.68 (56.1%)

RS (L1 PDU [ms]) 1.55 (0.0%)
Genie-PF (L1 PDU [ms]) 0.68 (56.1%)

Downlink Control Information Compression
In this section, we present the performance evaluation and comparison of the proposed
transformer-based DCI compressor with the traditional method (Huffman coding) and the
RNN-based DCI compressor. We collected and used two datasets to evaluate the compres-
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Table 2.3: System parameters

Parameter OTA Lab Test Simulator

Number of traces 1254 11723
Number of cells 1 1
Number of UEs 1 3
Length of DCI payload 56 39
Number of fields 16 12

sion performance: Over-the-Air (OTA) lab test data and simulation-based DCI traces. The
OTA data were collected from a lab test for DCI messages in a single UE scenario with 100
MHz bandwidth. The simulation-based data were generated using a Matlab system-level
simulator for New Radio Time Division Duplexing (TDD) symbol-based scheduling with 5
MHz bandwidth. There are 3 UEs considered in the single-cell system-level simulator with
25 resource blocks to be scheduled by a Proportional Fair scheduler. The reported channel
quality indicator per resource block is periodically improved or deteriorated by 1. The DCI
traces were generated according to the recorded scheduling log from the simulator.

For the dataset of traces collected from the OTA lab test, the DCI traces were ordered by
time index, where the DCI traces are packaged following 5G NR standards with 4 and 15
bits for the time and frequency domain resource assignments, respectively. The first 80%
of traces used for training and the last 20% for performance evaluation. In contrast, the
simulation-based DCI traces used 95% for training and the remaining 5% for performance
evaluation.
The process of obtaining the evaluation results includes:

• Training phase: Following Algorithm 1, the training set is used to update the trainable
parameters in the transformer model.

• Inference phase: The parameters in the machine learning model are frozen and used
to estimate the probability distribution for the bits in a field to be compressed. The
average CR is computed from the recorded CR of each DCI message, where the
CR is calculated by dividing the original number of bits by the number of bits after
compression.

To compare the computational complexity for the machine learning methods, we list the num-
ber of floating point operations and parameters in the machine learning model in Table 2.4.
We used the same number of parameters for both the transformer RNN models, while the
transformer model has approximately 460 times more floating point operations for compress-
ing one DCI message (the number of inference calls is less than the RNN model because of
the field-wise operation) due to the matrix multiplications over the attention mechanism. In
later sections we can observe that the proposed framework achieves a better compression
performance for both the OTA lab test and simulation-based scenarios.
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Table 2.4: Model hyperparameters

Parameter Transformer-based RNN-based

Number of attention heads 2 N/A
Hidden layer size 8 32
Mini batch size 256 32
Learning rate 2E-3 1E-3
Number of cell layers 1 2
Embedding size 24 N/A
Optimizer Adam [61] Adam [61]
Number of epochs 55 55
Number of selected delay lengths 5 N/A
Number of floating point operations 1.8E7 (per field) 1.2E4 (per bit)
Number of parameters 1.2E4 (per field) 1.2E4 (per bit)

2.2.7.1. Training Performance

To compare the training performances with different training techniques that we proposed in
this paper, in Figs. 2.28 and 2.29, we plot the training losses with techniques of field reorder-
ing, and buffer delay length selection. To demonstrate the effectiveness of proposed field
reordering method when the model complexity is high, in Fig. 2.28, the transformer model
is enlarged to have a number of headers of 4, hidden layer size of 256 and an embedding
size of 64. Note that other tuning techniques to improve the convergence performance such
as reducing the learning rate or adding regulations are not considered. The motivation of
ordering the fields by a descending order of entropy value is to provide a great convergence
performance regardless of hyper-parameters and model complexity, which is beneficial for
practicality. The learning rate is set to 5× 10−3. It can be seen that with the field reordering,
the transformer model can quickly converge to a steady-state performance, while if the field
is ordered by ascending order, the convergence speed is slow.

Moreover, in Fig. 2.29, we show the performance gain with buffer delay indices selection,
there are 5 delay indices selected from the latest 15 delay index. The transformer model
follows the configuration as listed in Table. 2.4. We can observe that with the buffer delay
lengths selection, the transformer converges to a better steady-state performance than the
trained model without buffer delay length selection.

2.2.7.2. OTA Lab Test BTS Traces

We first demonstrate the compression performance for OTA lab test data. There are 4 com-
pression algorithms we have applied to evaluate the performances. “HC” refers to the con-
ventional method of Huffman coding, “RNN-based” and “Transformer-based” refer to the
deep learning approach for lossless compression with a RNN and the proposed transformer
structure, respectively. “Transformer-based m-focal” refers to the model that is trained by the
modified-focal loss. There is a joint technique named “Joint HC&Transformer” refers to the
technique when the transformer-based lossless compressor fails to compress the original
DCI message into a shorter length, HC is performed. As demonstrated in Fig. 2.30 and
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Figure 2.28: Training losses comparison between field reordering with an ascending order
and descending order of entropy.
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Figure 2.29: Training losses comparison with and without the buffer delay lengths selection
method

listed in Table. 2.5, “Joint Transformer & HC” achieves an outstanding performance com-
pared to conventional HC, where an approximately 134.0% gain is obtain for compressing
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(a) Original DCI (OTA lab test)
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(b) Huffman Coding, CR = 1.41 (OTA lab test)
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(c) RNN-DeepZip, CR = 2.61 (OTA lab test)
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(d) Transformer-based m-focal, CR = 2.41
(OTA lab test)
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(e) Transformer-based, CR = 3.3 (OTA lab
test)

                                                 
50

                                                 
10

0                                                  
15

0                                                  
20

0                                                  
25

0  

Index

         10         20         30         40         50      
C

on
tr

ol
 b

it

(f) Joint Transf. & HC, CR = 3.3 (OTA lab test)

Figure 2.30: Comparison on CRs, where the light blue dot indices a control bit with bit value
of 1 and the white dot refers to 0. The dark blue dot refers to the null space.

the OTA lab test DCI traces.

To complement the comparison of average compression ratios, we analyze the statistical
variance of each lossless compression method for DCI messages. This variance is calcu-
lated across samples of lengths of losslessly compressed DCI messages. Notably, deep
learning approaches like RNN-DeepZip and transformer-based methods often exhibit sig-
nificant variance in compression lengths. We demonstrate that employing a modified focal
loss during training effectively mitigates this issue. As shown in Table 2.6, training with the
modified focal loss significantly reduces the variance from 46.35 to 7.57 under the same
transformer model. This reduction in variance provides more consistent compression ratios
and potentially improves PDCCH decoding performance, as the decoding performance is
upper-bounded by the compressed DCI message with the highest channel code rate.

2.2.7.3. NR TDD Symbol-Based Scheduling

To evaluate the performance of deep learning-based lossless DCI compression in a scenario
with multiple UEs, we utilized a built-in system-level simulator in MATLAB. This simulator
generated scheduling logs, which were then used to assign corresponding DCI messages.
The simulation setup involved 3 UEs in a single cell with 13 Resource Block Groups (RBGs).
A Proportional Fair scheduler was assumed to be implemented at the BTS, and each UE
had an average throughput randomly sampled from a uniform distribution between 10 and
30 Mbps, simulating on-off network traffic.
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(a) Original DCI (simulator)
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(b) Huffman Coding, CR = 1.22 (simulator)
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(c) RNN-DeepZip, CR = 1.23 (simulator)
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(d) Transformer-based m-focal, CR = 1.33
(simulator)
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(e) Transformer-based, CR = 1.44 (simulator)
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(f) Joint Transf. & HC, CR = 1.52 (simulator)

Figure 2.31: Comparison on CRs, where the light blue dot indices a control bit with bit value
of 1 and the white dot refers to 0. The dark blue dot refers to the null space.

Table 2.5: Average of Compression Ratios

Method OTA lab test traces Simulator

Huffman Coding 1.41 1.22
RNN-DeepZip 2.61 1.23
Transformer-based m-focal 2.41 1.33
Transformer-based 3.30 1.44
Joint Transformer & HC 3.30 1.52

The results, presented in Figure 2.30 and Table 2.5, demonstrate that the transformer-based
compressor achieved an 18.0% gain in average CR compared to HC. Notably, HC exhibited
a low variance in compressed length. However, by incorporating a modified focal loss, the
variance of the transformer-based method was reduced from 58.84 to 32.33, albeit with a
slight 0.11 degradation in average CR.

2.2.7.4. PDCCH decoding performance

As briefly discussed in Section 2.2.6.3, with DCI compression implemented for PDCCH en-
coding, a decoding gain can be achieved since the channel code rate is reduced, assuming
that the encoded length is unchanged. This decoding gain would lead to a more reliable
PDCCH, ultimately allowing more UEs to be controlled within a limited time, thereby improv-
ing the capacity of the wireless network. To compare the Block Error Rate (BLER) over the
PDCCH with and without DCI compression, we assume that the DCI payload length is a
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Table 2.6: Variance of Compression Length

Method OTA lab test traces Simulator

Huffman Coding 2.27 1.07
RNN-DeepZip 62.76 58.14
Transformer-based m-focal 7.57 32.33
Transformer-based 46.35 58.84
Joint Transformer & HC 46.20 34.02

random sample from a histogram distribution of compressed length collected from Fig. 2.31.
Then, given the payload length, a random binary sequence is generated. Zero-paddings
are attached to the binary sequence to unify the payload length. The PDCCH encoding and
decoding processes follow the 5G NR standards, except that a list decoding algorithm is
employed at the receiver side, where the decoder is repeated for P times by assuming that
the number of zero-pads could be ranged from 0 to P − 1.

In Fig. 2.32, the list decoding size is set to P = 15 with a Successive Cancellation List
decoding algorithm of a list size of 128. We observe that "Joint Transf. & HC" achieves the
best decoding performance among all the compression methods, as it has the highest CR
with relatively low variance. “HC” maintains a consistent CR and its corresponding decoding
performance is approximately 0.1 dB better than the "RNN-DeepZip" method at a BLER of
10−2. "Transformer-BCE" and "Transformer-mFocal" exhibit similar decoding performance
with around 0.5 dB gain compared to the original PDCCH scheme without any compression.
However, "Transformer-mFocal" has a lower variance in CR, which can be advantageous for
optimizing decoding performance across all formats of DCI messages.

2.2.8. Conclusions

Regarding the PL-SE work, we present an end-to-end RL framework, Protocol Learning
with Signaling Encoding (PL-SE), which employs a binary encoder and RL agent to emerge
a Medium Access Control (MAC) layer protocol. While catering user-specific requirements
and controlling the number of downlink LCEs, PL-SE demonstrates better performance com-
pared to the traditional random selector scheme on CB-PUSCH in terms of geometric mean
of user throughput. Our findings indicate that PL-SE is a promising protocol learning frame-
work, offering a flexible approach to CP latency management and ensuring robust UP data
transmission. Further research can explore the potential of PL-SE in more complex scenar-
ios, paving the way for intelligent and adaptable wireless communication systems.

Regarding the DCI compression work, we introduce a transformer-based architecture for
lossless compression of 5G NR DCI messages that could potentially benefit the control-
plane of future 6G networks. The feature embedding, training techniques, and practical
implementation aspects are thoroughly explored. This proposed framework can be easily
integrated into existing 5G NR standards without requiring significant additional processing
resources. Numerical results demonstrate that the proposed transformer-based lossless
compression technique significantly improves the CR compared to conventional lossless
compression techniques like Huffman coding, thereby greatly enhancing the corresponding
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Figure 2.32: PDCCH decoding performances with different lossless compression methods

reliability of PDCCH. Zero-padding DCI messages has proven to be a simple and effec-
tive method for standardizing the DCI payload length. Considering the processes of blind
decoding and channel decoding at the receiver side, deep-learning-based joint source and
channel coding methods that integrate both lossless compression and channel encoding
into a single neural network, could further enhance the advantages of DCI compression.

2.3. Emerged Signalling Protocol for 6G in-X Subnetwork Scenarios
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2.3.1. Summary

The 6th Generation (6G) networks are poised to offer remarkable improvements in data
throughput, ultra-low latency, and reliability, which are essential for enabling advanced ap-
plications. To meet these ambitious performance goals, 6G will require ultra-dense, cap-
illary wireless coverage, ensuring seamless connectivity in a variety of complex and spe-
cialized environments. To achieve this, 6G in-X subnetworks have been proposed. These
low-power, short-range radio cells are designed to provide extreme, localized wireless con-
nectivity within confined areas, such as inside industrial robots, vehicles, and even within
the human body. In highly dense settings—such as those involving subnetworks deployed
within production modules, referred to as in-factory subnetworks—the increased sensing
and signaling overhead needed for efficient radio resource management (RRM) can quickly
become a limiting factor. To address this challenge, we explore reinforcement learning (RL)-
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based signaling protocols specifically designed for effective RRM in in-factory subnetworks.
The RL agents in these protocols manage signaling tasks, including Channel State Infor-
mation (CSI) reporting and the timing of RRM requests. By adapting to real-time network
conditions, the RL agents optimize the frequency and timing of signaling, thereby minimizing
unnecessary overhead and enhancing network efficiency without sacrificing performance.
We focus on two critical RRM areas: power control and channel allocation.

2.3.2. Introduction

As part of the evolution of the mobile network architecture towards 6G, in-X subnetworks
have been proposed to support low-power, short-range communication at the network edge
[62, 63]. It is positioned at the device edge of the 6G network to manage the wireless data
exchange among devices in an entity, offloading it from the central 6G network.
However, most of the application scenarios of subnetworks would lead to an extreme density
of the short-range cells. Since subnetworks are expected to share limited radio resources,
inter-subnetwork interference may become a major limitation [62]. This interference, caused
by high mobility and density, greatly affects spectral efficiency and complicates the ability
of subnetworks to meet stringent communication requirements. To tackle this issue, it is
necessary to understand inter-subnetwork interference and develop effective radio resource
management strategies to optimize the reuse of the limited radio resources among the sub-
networks, considering their communication demands [64–67].
Both decentralized and centralized algorithms have been proposed for radio resource man-
agement to mitigate inter-subnetwork interference. In [68], the authors introduced three
distributed methods for dynamically updating subband (channel) selection in subnetworks,
including ϵ-greedy selection, where each subnetwork randomly selects the subband with the
lowest aggregated interference power with a probability ϵ. Decentralized channel alloca-
tion based on multi-agent reinforcement learning was explored by [69]. The authors in [70]
proposed a multi-agent Q-learning algorithm for joint power and channel allocation, which
demonstrated better performance and greater robustness to sensing intervals and switching
delays compared to the greedy algorithm.
Decentralized approaches offer the advantage of reduced sensing and signaling costs, as
subnetworks autonomously make radio resource selection decisions using local information.
However, they generally achieve lower performance compared to centralized algorithms.
For instance, in the subband allocation problem, the centralized sequential iterative sub-
band allocation (SISA) scheme significantly minimizes the interference-to-signal ratio more
effectively than the greedy decentralized algorithm. Additionally, [68] benchmarked their dis-
tributed methods against a centralized scheme based on graph coloring, which achieved
better spectral efficiency than the distributed methods. However, the centralized algorithm
relies on channel state information (CSI) updates at every transmission cycle, which may be
impractical due to the high cost of obtaining CSI for all mutual inter-subnetwork interference
link channels. Therefore, it is crucial to develop protocols to determine when and how CSI
information should be obtained to minimize signaling costs while retaining the performance
benefits of centralized algorithms. Due to the dynamic nature of subnetworks, it may be chal-
lenging to create a predefined signaling protocol that balances performance and signaling
costs. This study aims to develop a learning-based protocol that can adapt to the dynamic
requirements of subnetworks and rapidly changing channels.
Integrating machine learning into wireless communication has shown promise for protocol
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design and optimization [71–73]. For instance, [3] formulates a decentralized partially ob-
servable Markov decision process (Dec-POMDP) to enable user equipment (UE) agents to
learn channel access and signaling policies. This work demonstrates that over extended
training episodes, UE agents can adapt to standard signaling policies while optimizing re-
wards. Similarly, [74] uses a multi-agent proximal policy optimization (MAPPO) framework
where industrial IoT devices learn channel access, signaling, and task offloading decisions
to maximize offloaded tasks within a delay budget. Simulation results confirm that MAPPO
outperforms benchmark strategies. In another example, [71] proposes a proximal policy
optimization (PPO) framework to optimize MAC protocol components of IEEE 802.11ac,
achieving improved throughput and delay performance by dynamically adjusting protocol
operations.
Motivated by the achievements in MARL-based MAC protocols, our proposed approach fo-
cuses on evolving protocols for centralized radio resource management tailored to subnet-
works in challenging and highly dynamic scenarios such as factory settings. Our approach
does not assume predefined signaling protocols but instead enables agents to learn policies
through interaction with the dynamic wireless environment, significantly reducing signaling
overhead.

2.3.2.1. Project objectives

This study supports Task 4.1 by advancing AI methodologies for developing novel signaling
protocols for centralized RRM in industrial factory subnetworks. Using a MARL framework,
APs in subnetworks act as autonomous entities to optimize RSRP reporting to a central au-
thority. This streamlines signaling, reduces costs, and enhances efficiency. The machine
learning methods minimize signaling overhead and adapt to dynamic conditions, ensuring
efficient resource use and high system performance. These innovations align with Task 4.1’s
core objectives. The findings presented in this section are closely aligned with the primary
objectives of WP4, particularly in the advancement and assessment of ML-based solutions
for efficient and tailored Layer 2 protocols and RRM algorithms, WP4-O1. Through exten-
sive numerical simulation, the section demonstrates the effectiveness of machine learning
techniques in developing streamlined protocols that minimize signaling overhead, support-
ing WP4-O3.

We achieve CENTRIC project Objective 3 by advancing AI techniques for lightweight com-
munication protocols. Using MARL, the methodologies help automate the emergence of
these protocols, reducing signaling overhead and streamlining Layer 2 and RRM proto-
cols, thus achieving WP4-O1 and WP4-O2. The study confirms the viability of these ap-
proaches in real-world industrial applications, aligning with CENTRIC’s goal of implementing
AI-augmented, customized communication protocols within the project’s timeframe.

2.3.3. Contribution

In this study on emerging signaling protocols for centralized radio resource management in
6G subnetworks, we begin by developing a system model which includes the model for the
intra-subnetwork communication links, inter-subnetwork interference links, and the control
channel for signal exchange between the subnetworks and the central 6G network or central
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controller (CC), which is responsible for computing centralized radio resource decisions.
Using this system model, we studied two use cases:

1. We propose MARL algorithms to learn emerging signaling protocols for centralized
transmit power control in subnetworks following the work in [75]. The goal is to develop
a decentralized signaling protocol that minimizes the cost of signaling CSI from the
subnetworks to the CC while maximizing the success rate of intra-subnetwork commu-
nication.

2. We propose MARL methods for emerging goal-oriented signaling protocols for cen-
tralized subband allocation in subnetwork-controlled plants. The objective is to reduce
signaling costs while minimizing the control costs of the subnetwork-controlled plants.

2.3.4. System Architecture and Model

Figure 2.33: An architecture of centralized radio resource management (RRM) for subnet-
works. The data channel facilitates intra-subnetwork communication, while the control chan-
nel within the subnetworks allows the access point (AP) to transmit orthogonal channel state
information reference signals (CSI-RS). Devices measure the reference signal from all APs
to estimate the reference signal received power (RSRP) for all inter-subnetwork interference
links and report this to their AP. The subnetworks’ APs then report an estimate of the RSRP
to the 6G parent network via the parent network-subnetwork control channel. The Central-
ized Controller (CC) within the parent network performs the RRM and communicates the
radio resource configuration to the subnetworks.
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Figure 2.33 illustrates an architecture for centralized radio resource management (RRM)
in subnetworks, where the central controller (CC) in the 6G network makes the radio re-
source configuration decisions. Each subnetwork comprises multiple devices, with a higher-
capacity device acting as an access point (AP) to coordinate data transmission within the
subnetwork and interface with the parent 6G network for centralized RRM.
We assume that the subnetworks are synchronized. At every transmission time interval
(TTI), all subnetworks’ APs transmit orthogonal channel state information reference signals
(CSI-RS). Devices within the subnetworks measure these signals to estimate the reference
signal received power (RSRP) for both their desired links and inter-subnetwork interference
links. The devices then send the measured RSRP to their AP. The AP may report the RSRP
measurements to the parent network at specific intervals or based on a protocol, which we
aim to develop in this study. It is important to note that the size of the RSRP measurements
and the amount of radio overhead required to obtain and report them grow quadratically with
the number of subnetworks. This may not scale favorably in scenarios with a large number of
subnetworks, such as factories with numerous industrial machines or robots, each carrying
a subnetwork. Hence, there is a need to develop a protocol to minimize this overhead while
retaining the performance gain of the centralized RRM.
The Centralized Controller (CC) within the parent network performs the RRM configuration,
i.e. given an estimate of the RSRP measurements from the subnetworks, the CC determines
the transmit power and/or frequency sub-bands on which the subnetworks should operate
to minimize inter-subnetwork interference, optimizing the reuse of limited radio resources
among the subnetworks. The parent network then communicates the radio resource config-
uration to the subnetworks.
The radio resource configuration directly impacts the data transmission rate of the sub-
networks. Assuming we have N with the subnetworks, where the subnetworks are in-
dexed by n, m ∈ {1, 2, ... , N} and allocated resource configuration such as transmit power
{p(t ′)

1 , p(t ′)
2 , ... , p(t ′)

N } at time t ′, and allocated frequency sub-bands such that subnetwork n
shares the same sub-band with subnetwork n′ ∈ N (t ′)

n ⊂ 1, 2, ..., N. The signal-to-interference
noise ratio (SINR) of the transmission at time t between a transmitter and a receiver in sub-
network n over a channel with channel gain h(t)

n can then be given by

SINR(t)
n =

p(t ′)
n |h(t)

n |2∑
n′∈N (t′)

n

p(t ′)
n′ |h(t)

n′,n|2 + σ2
, (2.27)

where hn′,n is the channel gain of the interfering link between a device in subnetwork n′

transmitting simultaneously with a device in subnetwork n. σ2 = J TB · 10NF/10 represents
the thermal noise power, with J being the Boltzmann constant, NF the noise figure (dB), and
T the temperature (Kelvin). N (t) denotes the set of subnetworks transmitting at time t . Note
that t ′ ≤ t . While t ′ is the time the subnetwork received the radio resource configuration, it
may continue using this configuration at time t > t ′. Ideally, the subnetwork should maintain
the radio resource configuration until the channels change sufficiently to render the config-
uration outdated. For example, in a periodic centralized RRM protocol, the radio resource
configuration may be updated at specific intervals. It is important to note that more frequent
updates increase signaling costs. Therefore, learning when and how often to update the
radio resource configuration is a crucial aspect of emerging protocol learning for centralized
RRM in subnetworks.
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Given the SINR, we can deduce the data transmission rate of the device transmitting in
subnetwork n given an infinite block length can be approximated using Shannon theorem as

R(t)
n ≈ B log2(1 + γ(t)

n ). (2.28)

where B is the transmission bandwidth.
We can also model the transmission error using the block error rate (BLER) model from finite-
block-length information theory as described in [76]. We denote the block error probability as
ϵk , which is a function of the bandwidth B, the packet size b and the SINR(t)

n [77]. Hence, the
binary indicator that determines if data is successfully received on channel can be denoted
as P(t)

n , which is

P
(t)
n =

{
True, if ϵ̄(t) < 1− ϵk (Π, SINR(t)

n , b)
False, otherwise,

(2.29)

where ϵ̄(t) ∼ U(0, 1) is sampled from a standard uniform distribution.
The performance of subnetworks largely depends on the effectiveness of the radio resource
configuration provided by the centralized RRM. However, the cost of obtaining and reporting
RSRP measurements needed by the RRM algorithm can become overwhelming, especially
as the number of subnetworks increases. Therefore, it is crucial to design an emerging sig-
naling protocol that minimizes these costs. In the following subsection, we discuss the study
on emerging protocols for centralized power control. The subsequent subsection covers
emerging goal-oriented signaling protocols for centralized subband allocation.

2.3.5. Emerging Signalling Protocol for Centralized Power Control

The power allocation protocol learning problem is modeled as a multi-agent reinforcement
learning (MARL) task, where APs of the subnetwork are learning agents. In this framework,
APs utilize their own signaling messages, interpret those from a CC, and transmit com-
mand packets to associated devices. The problem is formulated using a communication-
enhanced decentralized partially observable Markov decision process (POMDP), as out-
lined in [4,74]. For a system with N subnetwork AP agents, the POMDP is characterized by
a global state space (S), an action space (A = A1,A2, ... ,AM), and an observation space
(O = O1,O2, ... ,OM). The CC serves as an expert agent, responsible for initial power allo-
cation without requiring learning capabilities. Similarly, subnetwork devices are not learning
agents.
At the beginning of communication, the CC assigns a fixed transmit power to all subnetworks.
In subsequent time steps, APs can initiate power allocation requests based on learned poli-
cies. The power allocation algorithm implemented by the CC is based on graph neural
networks (GNNs) [64].

2.3.5.1. Problem Formulation

The details of the components of the POMDP are as follows;

Agent Observation Space
The N AP agents and the CC derive their observations from the shared environment. Each
learning cycle is divided into uniform time steps, denoted as t .
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At each time step t , the observation for the nth AP agent is determined by the number of
queued command packets in its buffer. This is mathematically represented as:

o(t)
n = |C|

where C = {1, 2, ... , C} and C represent the maximum capacity of the AP’s buffer in terms of
packets.
Concurrently, the CC’s observation is derived from the RSRP reports of all N subnetworks.

Agent Action Space
Each agent possesses two action spaces: the communication actions, which do not directly
influence the environment and the environment actions, which have a direct effect on the
environment.
At each time step t , the environment action available to the nth AP is defined by a(t)

n ∈ {0, 1},
with 0 indicating inactivity and 1 denoting the transmission of a command-carrying packet.
Concurrently, the communication actions executed by the nth AP involve control messages
sent to the CC via the uplink control channel, represented as U (t)

n ∈ {0, 1}. Here, 0 cor-
responds to the transmission of a Power Allocation Request (PAR), while 1 signifies the
sending of a CSI report. Given the resource overhead associated with frequent CSI report-
ing, AP agents must strategically learn the optimal timing for employing this communication
action.
In addition, the CC communicates with each m AP through downlink messages, expressed
as D(t)

n ∈ {0, ... , 1}, where {0, ... , 1} represents the power allocation coefficient. The CC,
functioning as an expert agent, comprehends the context of both uplink and downlink mes-
sages. In contrast, each AP agent must acquire the ability to interpret uplink communication
messages effectively through environmental interaction.

Agent state Space
The state of each agent and the CC at time t is constructed from historical data. For the nth

agent, the state x (t)
n includes the most recent q observations, actions, and communication

messages. Mathematically, this is expressed as:

x (t)
n =

(
o(t)

n , ... , o(t−q)
n , a(t)

n , ... , a(t−q)
n , U (t)

n , ... , U (t−q)
n , D(t)

n , ... , D(t−q)
n

)
where o(t)

n represents observations, a(t)
n represents actions, and U (t)

n , D(t)
n represent uplink and

downlink communication messages, respectively.
For the CC, which operates as an expert agent, the state x (t)

CC at time t incorporates its
own observations and the aggregated uplink and downlink messages from all APs. This is
formulated as:

x (t)
CC =

(
o(t)

CC, ... , o(t−q)
CC , U(t), ... , U(t−q), D(t), ... , D(t−q)

)
Here, U and D denote the collective uplink and downlink messages from all APs.
The overall environment state s(t), which belongs to the state space S, is a composite of the
individual states of the APs and the CC:

s(t) =
(

x (t)
1 , ... , x (t)

N , x (t)
CC

)
Agent Reward
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At each time step, every AP agent receives a reward (r (t)) based on its interaction with the
environment. This reward is calculated as the average of the total rewards across all agents:

r (t) =
1
N

N∑
n=1

r (t)
n

where the individual reward for agent n is defined as:

r (t)
n =

{
+z if transmission succeeds (i.e., R(t)

n ≥ Rth)
0 if transmission fails or otherwise

AP agents are incentivized to achieve successful transmissions by receiving a positive re-
ward (+z) when their transmitted packets meet or exceed the required threshold (Rth). Con-
versely, failed transmissions result in no reward, encouraging the agents to optimize their
actions for successful communication.

2.3.5.2. Proposed Solution

A multi-agent proximal policy optimization (MAPPO) algorithm is employed to address the
formulated problem. PPO enhances training stability by implementing a clipped surrogate
objective function that restricts updates to the policy, ensuring gradual and stable improve-
ments. This algorithm optimizes the policy by balancing exploration and exploitation through
a carefully designed reward structure. The surrogate objective function in PPO is defined
as:

L(t)(θ) = E
[
min

(
ζ (t)(θ), clip

(
ζ (t)(θ), 1− ϵ, 1 + ϵ

)
· A(t))]

Where, ζ(θ) represents the likelihood ratio of actions under the current (πθ) and old policy
(πθold), ϵ sets the clipping range to prevent excessive policy updates, and A(t) is the advan-
tage function that evaluates the desirability of actions based on their expected cumulative
rewards.
MAPPO extends PPO to multi-agent settings, with each agent learning an individual policy
while considering the collective impact on the environment. Each agent’s policy network
(actor) outputs action probabilities, while the value network (critic) estimates the expected
return for a given state-action pair. The actor network employs a softmax activation function
in its output layer to produce a probability distribution over actions. The critic outputs the
value of the cumulative reward of the state-action pair. For implementation, both the actor
and critic networks utilize a sequential architecture with four linear layers and Tanh activation
functions.

2.3.5.3. Performance Evaluation and Discussion

Simulation Assumptions
We consider subnetworks located on a 10m × 10m area. Each AP, device and the CC are
equipped with a single antenna. Network configurations for simulation are given in Table 2.7
and the parameters for the MAPPO configuration are given in Table 2.8.

Benchmarks
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Table 2.7: Network Configuration Parameters

Parameters Values
Deployment area 10 m × 10 m
Subnetwork radius 1 m
Operating frequency 6 GHz
Bandwidth 10 MHz
Path loss exponent 2.7
Maximum speed of subnetworks 3 m/s
Maximum transmit power 20 dBm
Minimum transmit power 0 dBm
Number of subnetworks 10
Number of devices per subnetwork 1
Distance between device and and AP 0.5 m
Noise spectral density -174 dBm/Hz
Payload 64 bytes
Latency 0.001s
Threshold Spectral Efficiency (Rth) 0.05 bps/Hz
Capacity of AP buffer 100

Table 2.8: RL Parameter configuration

Parameters Values Parameters Values
Learning rate 0.0001 Discount factor 0.99
PPO epochs 2 Number of episodes 1000
Optimizer Adam Steps per episode 300
Max. memory length 64000 Sample frequency 0.05
Clipping parameter 0.2 Mini-batch size 256

Our proposed technique will be evaluated against several benchmark approaches to ensure
a comprehensive comparison:
Fixed Action - In this approach, APs consistently transmit at a fixed power level (10 dBm)
without regard to packet reception status. Neither channel state information (CSI) nor power
allocation requests are communicated by the APs, resulting in a static power configuration.
Random Action - APs randomly decide whether to remain idle, transmit data packets, or
send CSI/power allocation requests. Actions are chosen without considering environmental
feedback. When transmitting, APs use the last allocated power from the central controller.
Power allocation requests trigger a GNN-based power adjustment by the central controller.
Interference-Aware - APs initially transmit at a baseline power level p0. If packet reception
meets the threshold rate Rth, transmissions continue uninterrupted. Upon failed reception,
APs send a CSI update to the central controller, followed by a power allocation request.
Subsequent AP transmissions use the newly allocated power levels. Power allocation re-
quest and CSI updates are not sent concurrently, hence, two transmission opportunities are
missed.
CSI Based Interference-Aware - This approach is similar to the Interference-Aware ap-
proach, but distinguished by the frequency of CSI updates. Here, APs transmit CSI updates
to the central controller in every time step, ensuring the controller has the most current chan-
nel information for precise power allocation decisions.
Persistent Power - This is a ’Genie’ approach and serves as an optimal baseline where
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APs transmit CSI updates and request power adjustments in every time step. The central
controller performs power allocation in each step. No transmission opportunity is missed in
this approach.

Figure 2.34: CDF of success rate of the considered approaches

Figure 2.35: Signaling overhead of the considered approaches

Results Discussion
Signaling Overhead - Figure 2.35 examines the signaling overhead of the evaluated ap-
proaches. The Persistent Power approach incurs the highest signaling overhead, as ex-
pected. The CSI-based Interference Aware approach also exhibits significant overhead,
approximately 8× higher than the Interference Aware method, further emphasizing the cost
associated with frequent CSI updates. Note that in obtaining the signaling overhead, we
summed each incidence of signaling over the entire simulation time.
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Figure 2.36: Action Selection Probability

While the proposed learning-based approach does not achieve the lowest signaling over-
head, it reduces signaling costs by approximately 8× compared to the Genie approach. This
substantial reduction highlights the effectiveness of the MAPPO framework in minimizing the
frequency of signaling interactions while maintaining high performance.
Action Selection Probability - Figure 2.36 depicts the action selection probabilities of the
MAPPO agents. The results reveal that power allocation requests contribute significantly
to the signaling overhead of the MAPPO-based approach. Although the framework did not
explicitly penalize frequent CSI updates during training, the agents were able to adapt and
learn to send fewer CSI updates autonomously. This behavior demonstrates the ability of the
proposed approach to optimize signaling patterns in response to environmental dynamics
and task requirements.
Overall, the proposed MAPPO-based approach strikes a balance between achieving high
success rates and reducing signaling overhead, making it a practical solution for In-Factory
subnetwork scenarios.
The simulation results of our proposed learning-based approach and various benchmark
methods are presented below. All benchmark simulations were executed on a Lenovo
X1 Carbon laptop equipped with an Intel Core i7 processor and 32GB of RAM. For the
learning-based approach, remote computing clusters were utilized to handle the computa-
tional demands of reinforcement learning. A total of 1000 episodes were simulated, with
each episode consisting of 300 steps.
Success Rate Analysis - Figure 2.34 displays the cumulative distribution function (CDF)
of success rates for the proposed method and benchmark approaches. The success rate
is defined as the ratio of successfully transmitted packets to the minimum of the buffer flush
time and the total steps per episode:

Success Rate =
Ntransmissions

min(Tflush, Nsteps)

The Genie approach achieves a success probability of approximately 0.9 at the 50 th per-
centile, indicating that 50% of the time, about 90%of buffered packets are successfully trans-
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mitted. In contrast, the Random Action approach achieves a success rate of approximately
0.18 at the 50 th percentile, which is consistent with expectations, given that agents transmit
only one out of four times, resulting in a 75% loss of transmission opportunities. The pro-
posed MAPPO-based approach achieves a success rate of approximately 0.85 at the 50 th
percentile, closely matching the Genie approach with only a 0.05 difference. This demon-
strates the effectiveness of the learning-based method as it closely matches the performance
of the optimal method.
Signaling Overhead: - Figure 2.35 evaluates the signaling overhead of the different ap-
proaches. As anticipated, the Persistent Power method incurs the highest signaling over-
head. The CSI-based Interference-Aware method also exhibits significant overhead, ap-
proximately 8 times higher than the Interference-Aware approach, underscoring the cost
of frequent CSI updates. The signaling overhead was calculated by summing all signaling
events throughout the simulation.
While the proposed learning-based approach does not achieve the lowest signaling over-
head, it reduces these costs by approximately 8 times compared to the Genie method. This
significant reduction highlights the MAPPO framework’s ability to minimize signaling interac-
tions while maintaining high performance.
Action Selection Probability: - Figure 2.36 illustrates the action selection probabilities
of MAPPO agents. The results indicate that power allocation requests primarily contribute
to the signaling overhead in the MAPPO-based approach. Despite the absence of explicit
penalties for frequent CSI updates during training, the agents autonomously learned to re-
duce the frequency of these updates. This behavior underscores the proposed method’s
capacity to dynamically optimize signaling patterns in response to environmental conditions
and task requirements.
In summary, the MAPPO-based approach effectively balances high success rates with re-
duced signaling overhead, offering a practical and efficient solution for centralized transmit
power control in In-Factory subnetwork scenarios.

2.3.6. Emerging Goal-Oriented Signaling Protocol for Centralized Sub-band Allocation

In this section, we study the problem of goal-oriented signaling protocol for centralized sub-
band allocation, where the goal of the protocol is to minimize the signaling cost while ensur-
ing the stability of the subnetwork-controlled plants.

2.3.6.1. Subnetwork-enabled Wireless Closed-loop Control

In this section, we explore the application of a subnetwork to enable wireless closed-loop
control in industrial cyber-physical plants, as depicted in Figure 2.37. The subnetwork archi-
tecture comprises wireless sensors that monitor plant dynamics and actuators responsible
for executing control actions, and the access point (AP) is physically integrated with the
plant’s control unit, forming a localized control loop. During operation, the sensor device
transmits sensor data uplink to the controller; then, the controller processes this data to
compute appropriate control action according to predefined control law. This control sig-
nal is subsequently relayed to the actuators via the downlink, completing the feedback cy-
cle. While the term "plant" traditionally denotes a single industrial process, the subnetwork
framework can be extended to manage multiple plants simultaneously—for instance, coor-
dinating a robotic swarm. We assume N independent subnetworks, each dedicated to a
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Figure 2.37: Wireless closed-loop control of plant using a subnetwork

distinct plant, with subnetworks indexed as n ∈ {1, 2, ... , N}. The stability of the control sys-
tem supported by the subnetworks depends on the plants’ specifications and the delays in
communication. Such delays depend on the achievable transmission rate, bandwidth, and
power and interference levels.
The available bandwidth is divided into L orthogonal sub-bands, each further subdivided
into K distinct channels. Transmission occurs within frames divided into symmetric uplink
(UL) and downlink (DL) subframes, employing time-division duplexing. In this configuration,
sensor-to-controller communication occurs during UL slots, incurring an airtime latency of
τUL. Following data collection, the controller determines control decisions from aggregated
sensor observations during a processing interval τproc. The subsequent DL transmission to
actuators introduces an additional latency of τDL. However, multiple plants are expected to
be in proximity in the factory, each of them carrying a subnetwork sharing limited radio re-
sources with many other subnetworks. Hence, the wireless channels for both the UL and DL
are imperfect due to noise and interference, which may cause transmission over these chan-
nels to be unsuccessful. We assume that the sub-bands are allocated to the subnetworks by
the central network controller (CC) using Sequential Iterative Sub-band Allocation [78], given
the RSRP measurements of desired and interfering channels reported by the subnetworks.
We aim to learn a multi-agent protocol that minimizes the signalling overhead incurred by
the subnetwork in relaying their RSRP while ensuring the stability of the controlled plants.
To account for the stability of the plant, we present a model of the plant’s dynamics, consid-
ering discrete linear time-invariant (LTI) plants. The state vector x(t+1)

n ∈ Rq of the plant n due
to control action vector u(t)

n ∈ Rr at time t is given by [79,80]

x(t+1)
n = Anx(t)

n + Bnu(t)
n + w(t)

n , (2.30)

where q is the number of state variables and r is the number of control action variables. The
system dynamics is defined by the state transition matrices An ∈ Rq×q and Bn ∈ Rq×r . An

dictates how the state vector of the system changes from t to t + 1 when no control action
is applied. Bn expresses how the state of the system changes from t to t + 1 when control
action u(t)

n is applied. w(t)
n ∈ Rq is the Gaussian noise with zero mean and covariance Σn. We

assume that even with no action, x(t)
n → ∞ as t → ∞, i.e. An is unstable. If the plant state
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information is not available, the plant operates in an open loop, using a local estimate of the
control action ũ(t)

n as in (2.31). We assume ũ(t)
n = ut−1

n , and the following switch dynamics for
the plant.

u(t)
n =

{
−φx̃(t)

n , (closed loop if P(t)
n,UL ∩P

(t)
n,DL)

ũ(t)
n , open loop (otherwise)

(2.31)

x̃(t)
n = x(t−τUL)

n + wn. (2.32)

Note that P(t)
n,UL is the indicator that uplink communication from sensor to controller is suc-

cessful as derived in (2.29), while P(t)
n,DL is the indicator that downlink communication from

controller to actuator is successful. φ is the optimal control policy gain derived by solving the
algebraic Riccati equation (ARE) [81]. The solution to ARE is the optimal control policy that
minimizes the cost function [80,81],

C̃ =
∫ ∞

0
(xT

n Qnxn + uT
n Rnun)dt . (2.33)

C̃ is popularly referred to as the infinite horizon linear quadratic regulator (LQR) cost. Qn ∈
Rq×q is the state cost matrix, which weighs the relative importance of each state variable
in the state vector. Rn ∈ Rr×r is the input action cost matrix, which penalizes the actuator
effort. An estimate of (2.33) can monitor the plant’s stability over an infinite horizon. We refer
to this as the infinite horizon control cost. We can also measure the instantaneous control
cost of plant n at time t as

C(t)
n = x(t)T

n Qnx(t)
n + u(t)T

n Rnu(t)
n . (2.34)

2.3.6.2. Problem Formulation

The sub-band allocation algorithm implemented by the CC ensures optimal assignment of
sub-bands to subnetworks, minimizing interference to maintain low BLER and ensuring that
the condition P(t)

n,UL ∩ P
(t)
n,DL is satisfied. This condition is critical for maintaining closed-loop

operation of the plant, thereby minimizing the cumulative cost C̃ over a finite time horizon,
ensuring the stability of subnetwork-controlled plants.
However, due to the mobility of subnetworks, the sub-band allocation may become outdated
over time. This can lead to increased BLER for certain subnetworks and potentially cause
P

(t)
n,UL ∩P

(t)
n,DL to evaluate as False, which compromises the stability of the plants. To address

this, subnetworks are required to report their measured RSRP for all desired and interfering
channels to the CC. This information is used to recompute the sub-band allocation algo-
rithm dynamically. However, frequent reporting of RSRP measurements incurs significant
signaling overhead, which is impractical for large-scale systems.
To balance signaling efficiency and system stability, we propose a multi-agent protocol where
each subnetwork acts as an independent agent. These agents learn when to transmit RSRP
measurements to the CC, thereby minimizing unnecessary signaling overhead while ensur-
ing that the subnetwork-controlled plants remain stable.
We denote the cost of measuring and reporting RSRP measurement by subnetwork n at
time t as

Qt
n =

{
NK , if n transmits RSRP measurements in time, t ,
0, Otherwise,

(2.35)
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where K is the signalling cost of containing and transmitting one RSRP measurement.
Assuming the subnetwork-controlled plants operate over some time of T − 1, then the total
signalling cost incurred by a subnetwork, Q̄n can be deduced as

Q̄n =
T−1∑
t=0

Q(t)
n (2.36)

Furthermore, we can estimate the finite horizon control cost of the subnetwork-controlled
plants over the operating period as

C̄n =
T−1∑
t=0

C(t)
n (2.37)

Given the estimate of the control cost and the signalling cost, our goal-oriented emerging
signalling policy π(C(t)

n ) meets the following objectives

minimize
π(C(t)

n ) ∀n
{C̄n, Q̄n ∀n}

subject to π(C(t)
n ) ∈ Bk ,∑
π(C(t)

n ) = 1

(2.38)

The constraint specifies that the policy requires making a binary decision of length k at time
t . This decision is represented as an array of binary values, where exactly one element is 1
and the remaining elements are 0.

2.3.6.3. Proposed Solution

We model the emerging goal-oriented protocol learning for sub-band allocation in subnetwork-
controlled plants as a MARL task, where APs of the subnetwork are learning agents. The
APs take actions, including requesting centralised sub-band allocation from the CC. We
model the problem as a POMDP characterised by the observation space, the action space
and the reward function.

Agent Action Space
At every time step, the subnetwork AP agent can take actions to either enable data trans-
mission for the closed loop control of the plant denoted as Tx ∈ {0, 1}, to enable data
transmission while sending request for centralized sub-band allocation to the CC denoted
as Tx + Req ∈ {0, 1}. If at least one subnetwork AP agent requests centralised sub-band al-
location, the CC will ask all subnetwork APs to report RSRP measurements, which are then
used to compute a new sub-band allocation decision. Consequently, when a subnetwork
AP agent requests centralised sub-band allocation, signalling overhead is incurred, and this
action should be discouraged unless necessary. Note that we assume data transmission,
the request for centralised sub-band allocation, and the control signalling of the measured
RSRP occur on different channels, allowing the AP to engage in each task simultaneously.
Hence the action a(t)

n = [Tx, Tx + Req] subject to the constraints in (2.38).

Agent Reward
We formulate the agent reward to reflect the objective in (2.38). Since we aim to jointly
minimize the signalling cost and the control cost of the subnetwork-controlled plants, we
devise a reward that is function of both metrics i.e.
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R(t) =
N−1∑
n=0

−f (C(t)
n , Q(t)

n ) (2.39)

To model the function f (·), we consider a linear combination of C(t)
n and Qt()

n such that

f (C(t)
n , Q(t)

n ) = wCC(t)
n + wQQ(t)

n (2.40)

The values of wC and wQ determines the rate of the contribution of C and Q to the agent
reward.

Agent Observation Space and State Space
At every time step, each subnetwork AP agent have an observation including the instan-
taneous control cost of the subnetwork-controlled plant, the previous action taken by the
subnetwork and the reward recieved by the subnetwork agent, i.e. the observation O(t)

n =
[C(t)

n , a(t−1)
n , R(t)

n ]. The state space S(t) is a concatenation of all the observations of all agents,
including the sum of the rewards of all agents, i.e., S(t) = {O(t)

1 ,O(t)
2 , ... ,O(t)

N , R(t)}

MARL Algorithm To solve the problem, we applied MAPPO, which is based on the Proximal
Policy Optimisation algorithm for the multi-agent scenario. Each agent maintains its policy
network, which is updated using a centralised critic with access to global state information
during training. The policy update aims to maximise the following objective function:

LCLIP(θ) = Et

[
min

(
πθ(a

(t)
n |O(t)

n )
πθold (a(t)

n |O(t)
n )

A(t)
n , clip

(
πθ(a

(t)
n |O(t)

n )
πθold (a(t)

n |O(t)
n )

, 1− ϵ, 1 + ϵ

)
A(t)

n

)]

where πθ is the policy parameterized by θ, A(t)
n is the advantage function for agent n at time t ,

ϵ is the clipping parameter to limit the policy update. We consider the MAPPO algorithm with
a centralised critic and a distributed actor with shared weights. The algorithm operates in
iterative cycles of collecting experiences from the environment using the current policies of
all agents, then using these experiences to update both the individual agent policies (actors)
and the centralised value function (critic). The policy updates utilise a clipped surrogate
objective, similar to standard PPO, to ensure stable learning by limiting the deviation of
the new policy from the old one. By leveraging a centralised critic, MAPPO can mitigate
the non-stationarity challenges inherent in multi-agent learning, leading to more robust and
coordinated behaviours among the agents.

2.3.6.4. Performance Evaluation and Discussion

Simulation Assumptions
We conducted a Monte Carlo simulation, which comprised numerous episodes, each span-
ning 1000 time steps, with each step corresponding to a duration of 1 ms. For each episode,
we randomly position N subnetworks across a factory floor, with each subnetwork randomly
associated with either Plant 1 or Plant 2. The simulation parameters are detailed in table
2.9. For the channel model, we consider the 3GPP TR 38.901 IIoT channel model [82, 83],
with 2D spatial correlated shadowing model [84, 85], and Rayleigh distributed small-scale
fading.
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Table 2.9: System Model Assumption

Parameter Value

InF-S Deployment

Factory area, L× L 20 m x 20 m
Number of subnetworks, N 15
Subnetwork radius, R 2 m
Num of devices per subnetwork, J 2
Sensor to controller min distance 1 m
Mobility model RRWP
Velocity 3 m/s

Channel model and radio parameters

SL clutter density, r , clutter size, ds 0.35, 10 m
Shadowing standard deviation, LOS, NLOS 4, 5.7
Correlation distance, dc 10 m
Maximum transmit power, Pmax 0 dBm
Center frequency, f 10 GHz
Subcarrier spacing SCS 480 KHz
Number of sub-bands 3

Sub-band size
6 channel blocks (48 SCs ≈
23MHz)

Noise figure, NF 10 dB
Sensor data size 64 bytes
Control signal data size 32 bytes
Code rate 1/2
Frame length 1 ms
UL, DL latency 0.1 ms, 0.1 ms
Traffic Periodic
Interarrival Time Plant 1 - 1 ms, Plant 2 - 3 ms

Control Plants Parameters

Plant 1: A, B


0 1 0 0
0 0 −1.4 0
0 0 0 1
0 0 168 0

 ,


0

1.90
0

−28.57


Plant 2: A, B


0 1 0 0
0 0 −1.4 0
0 0 0 1
0 0 84 0

 ,


0

1.90
0

−14.29


Cost matrices Q, R:


1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

 ,
[
1
]
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Table 2.10: MAPPO Parameter configuration

Parameters Values Parameters Values
Actor learning rate 0.0003 Critic learning rate 0.001
Lambda 0.95 Discount factor 0.99
PPO epochs 10 Number of training episodes 200
Optimizer Adam Steps per episode 1000
Max. memory length 64000 Sample frequency 0.05
Clipping parameter 0.2 Mini-batch size 64

We consider an MAPPO algorithm with a centralised critic and a decentralised actor with a
shared actor network. The training parameter of the MAPPO algorithm is as shown in table
2.10. For the reward, we set wQ = 1000 and NK = 1. Hence during the training, an agent
that request for centralized subband allocation will receive a penalty for the signalling cost
which is equal to 1000 at the time step. The reward for the agent is calculated as in (2.40),
and the total reward for the time step is calculated using (2.39).

Benchmarks
Random - At every time step, the subnetwork AP agent takes a randomly decide if to trans-
mit RSRP values to the CC or not. The CC computes the sub-band decision if at least one
subnetwork reports RSRP measurement.
Periodic (P) - At a periodic interval of P ms, all the subnetworks transmit their measured
RSRP to the central network. The CC computes the sub-band decision at that interval,
and the subnetworks use this until the next period. In this way, the optimal sub-band de-
cision occurs if P = 1ms, i.e. the CC receives up-to-date RSRP measurements from the
subnetworks every ms and the subnetworks receive the most accurate sub-band allocation
decision. However, this incurs the highest signalling cost. We also consider P = 10ms and
P = 50ms as benchmarks.

Figure 2.38: Signalling overhead for centralised sub-band allocation for the subnetwork-
controlled plants

Results Discussion
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Figure 2.39: Average control cost of the subnetwork-controlled plants

Figure 2.40: Block Error Rate of the subnetwork-controlled plants

Figures 2.38, 2.39, and 2.40 illustrate the performance of various benchmarks and the pro-
posed MAPPO algorithm in terms of signaling overhead, average control cost and block error
rate respectively. The test results were collected over 2000 episodes. As shown in Figure
2.38, the periodic protocol with P = 1ms incurs the highest overhead, as RSRP measure-
ments are signaled to the CC and sub-band allocation updates occur every transmission
time. This frequent update of sub-band allocation with current RSRP values results in the
best BLER, as recorded in Figure 2.40. However, the average control cost of the plant is
comparable to that of P = 10ms, which incurs 90% less signaling overhead, despite the
slightly worse BLER result for P = 10ms. This suggests that the signaling overhead incurred
by P = 1ms and the improved BLER do not necessarily achieve a better average control
cost.
P = 50ms achieves a 98% reduction in signaling overhead compared to P = 1ms, but results

Dissemination Level: Public. Page 90



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

in a worse average control cost for subnetwork-controlled plants. Therefore, finding a trade-
off between reducing signaling overhead and achieving a good control cost close to P = 1ms
or P = 10ms is crucial. This tradeoff is learned by our proposed MAPPO algorithm, which
achieves a 98.25% reduction in signaling cost while maintaining an average control cost
close to P = 1ms. However, it results in a worse BLER than P = 1ms because its objective
is to minimize control cost, which is the goal of subnetwork-controlled plants. The proposed
method effectively learns when signaling RSRP measurements and sub-band reallocation
are essential for the subnetwork-controlled plant’s goals, while reducing the frequency of
signaling to minimize signaling cost

2.3.7. Conclusions

This section addresses the design of protocols to reduce signaling overhead in central-
ized RRM for 6G subnetworks, focusing on industrial applications. We outline the sys-
tem architecture for centralized RRM and present two case studies. The first explores
MARL algorithms for decentralized signaling protocols to minimize RSRP transmission costs
while maximizing intra-subnetwork communication success. Simulation experiments show
that MAPPO significantly reduces signaling overhead compared to traditional benchmarks,
maintaining high success rates. The second case study develops MARL methods for goal-
oriented signaling protocols in centralized subband allocation for subnetwork-controlled plants,
balancing signaling cost reduction with control cost minimization. The MAPPO policy achieves
a better trade-off than periodic signaling protocols. The presented case studies highlight the
potential of MARL-based emerging protocols to minimise overhead associated with central-
ized RRM in subnetworks while ensuring the subnetworks’ performance.

2.3.7.1. Long-term impact

The concept of subnetworks as short-range, application-specific cells is proposed for 6G to
offload local communication from the central network. Centralized RRM is beneficial due
to full environment visibility but can have significant signaling overhead in large-scale de-
ployments. To address this, MARL methods reduce signaling costs by optimizing RSRP
reporting timing and frequency. These strategies align with Task 4.1 and WP4 objectives
by developing AI-based RRM strategies that minimize signaling overhead, efficiently use
spectrum resources, and enhance network scalability. These methodologies advance CEN-
TRIC’s goal of customized, lightweight, and energy-efficient communication protocols for 6G
industrial networks, ensuring efficient reuse of radio resources among subnetworks.

2.4. Emerging Protocols for Sensing Enhancements in ISAC Scenarios
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2.4.1. Summary

Integrated sensing and communications (ISAC) technologies play a vital role in 6G networks
by continuously monitoring the network environment and user behavior. These sensors col-
lect data that ML algorithms use to make informed decisions about resource allocation and
power management. By integrating sensing capabilities with ML, 6G networks can achieve
a higher level of adaptability and efficiency, ensuring reliable communication with minimal
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energy expenditure. As the 6G landscape is continually evolving, in this study, we take a
proactive approach and explore protocol learning aspects of ISAC, which is a notable 6G
enabler. We focus on optimizing ISAC retransmission protocols based on E2E performance,
where the ISAC communications system is optimized to minimize power consumption while
maintaining high sensing accuracy.

2.4.2. Introduction

2.4.2.1. Background and Motivation

The motivation behind integrating ML-based learning protocols into 6G networks is driven
by the need to create sustainable and energy-efficient communication systems. One critical
aspect of this is the management of retransmissions when packet loss occurs. Retrans-
missions can significantly impact power consumption and network efficiency. ML algorithms
can learn the best conditions under which to perform retransmission requests, optimizing
the timing and parameters to minimize energy use while maintaining high-quality service.
This approach ensures that retransmissions are only performed when necessary and under
optimal conditions, reducing unnecessary power expenditure.
In particular, the integration of ML-based learning protocols in 6G networks represents a
significant step towards achieving energy-efficient and sustainable communication systems.
By leveraging the capabilities of ML to learn the best conditions for sensing retransmission
requests and incorporating sensing technologies, we can address the challenges posed by
high power consumption and pave the way for more efficient sensing services in mobile
communications.

2.4.2.2. Project objectives

In this study, we bring contributions to WP4-O1 by developing AI based protocol enhance-
ments to minimize power consumption, while maintaining high sensing accuracy in 6G ISAC
communication systems. We further support WP4-O3 by evaluating the performance of the
proposed techniques via numerical simulations.

2.4.3. Proposed Solution

In this study, we introduce a comprehensive feedback framework grounded in a ML-based
multi-hypothesis energy detector. This framework aims to enhance our understanding of
the ISAC system by analyzing the encountered scenarios. By doing so, we can design a
feedback mechanism that is more efficient in its actions. The proposed framework utilizes a
multi-hypothesis test to evaluate various hypotheses during each beam scanning process.
This approach allows for a more accurate assessment of the assistant sensing receiver (Rx)
during the Coherent Processing Interval (CPI), defined as CPI=Tsym×Nsym.
By utilizing the multi-hypothesis test, we can extract crucial information regarding the pres-
ence of targets within the current beam, adjacent beams, and the entire antenna system
(AS). After identifying all potential scenarios the system might encounter including appropri-
ate defined actions for each states.
The feedback mechanism is designed based on the consistent nature of real-world targets. It
ensures that targets are not missed, whether they are in motion or stationary, without requir-
ing high resource allocation. However, since targets may suddenly change their trajectory,
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Figure 2.41: Overall system model

the feedback system must be robust enough to handle such changes by incrementally taking
more intensive actions.
For instance, actions state required for situations where the utilized beam is very close to
the target but not entirely accurate. In this case, two temporary beams can be used in the
next two time slots to scan the adjacent beam spaces to the current beam. This approach is
more resource-efficient compared to higher power or extensive beam searching. Meanwhile,
actions for second state can be implemented if the target experiences a sudden but not
drastic change in its trajectory. In such scenarios, beam searching can be employed to
locate the targets. However, there may be instances where significant changes in the targets’
trajectories render them undetectable unless the system allocates higher resources, such as
increased power and extensive beam scanning.
To design the feedback framework, we propose several states that the system may en-
counter during various scenarios. These states are defined based on the Reflected Echo
Strength Indicator (RESI). Essentially, a very high RESI level indicates the presence of a tar-
get within the system’s observation area, while a very low RESI level suggests the absence
of a target.
From a general perspective, machine learning involves using a rich dataset with correspond-
ing labels to perform tasks such as classification, regression, or similar analyses. However,
machine learning methods can also be defined as data-driven prediction models. In our
study, we have employed the Covariance Matrix Adaptation Evolution Strategy (CMA-ES)
method for optimizing our thresholding process.
In this method, we utilize a model, as illustrated in Table 2.41, with initial threshold values.
Additionally, we have a dataset of the target’s position, which may consist of a single trajec-
tory or multiple trajectories.

2.4.4. Performance Evaluation

The following table, Table 2.11, provides an overview of the key parameters and their values
used in the simulation. Each parameter is crucial for the performance and efficiency of the
system, and understanding their roles helps in optimizing the overall design.
As illustrated in Figure 2.42, leveraging threshold optimization can lead to significant power
savings in each allocated power budget. The enhancements in power savings can range
between 2 to 4 dB, showcasing the effectiveness of our optimization strategy. This improve-
ment is achieved by carefully adjusting the thresholds to minimize power consumption while
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Table 2.11: Simulation Parameters

Parameters Values Description
gNB’s Antennas 32 The number of antennas at the gNB (gNodeB), which is the

next-generation NodeB in 5G networks. More antennas
can improve beamforming and spatial diversity.

Frequency 24 GHz The operating frequency of the system. Higher frequen-
cies, such as 24 GHz, are typical for 5G mmWave commu-
nications, offering higher bandwidth but shorter range.

Bandwidth (BW) 15 KHz The bandwidth allocated for each communication channel.
A bandwidth of 15 KHz is common for narrowband com-
munications, allowing efficient use of the spectrum.

Number of Beams (per gNB) 20 The total number of beams that each gNB can form. More
beams allow for better spatial resolution and more precise
targeting of user equipment (UE).

Range of Beam Sweeps [−π/4,π/4] The angular range over which the beams are swept. This
range ensures that the system can cover a wide area for
detecting and communicating with UEs.

Antenna Spacing λ0/2 The distance between adjacent antennas, typically half the
wavelength (λ0/2) of the operating frequency. This spac-
ing helps in avoiding grating lobes and achieving optimal
beamforming.

Noise Figure 6 dB A measure of the noise added by the receiver. A lower
noise figure indicates better receiver sensitivity and im-
proved signal quality.

Transmission Power -14 dB The power level at which the system transmits signals.
Lower transmission power can reduce interference and
power consumption, but it must be balanced with the need
for adequate signal strength.
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Figure 2.42: Threshold optimization impact on power consumption

maintaining high sensing performance.
The optimization process involves analysing various scenarios and adjusting the thresholds
based on real-time data and conditions. By doing so, we can ensure that the system remains
efficient and responsive to changes in the environment and target conditions. This approach
not only reduces power usage but also enhances the overall performance of the system,
making it more robust and reliable.
Figure 2.43 illustrates the impact of threshold optimization on sensing performance. The
graph shows that leveraging threshold optimization can lead to significant power savings in
each allocated power budget, without compromising the sensing performance.
The optimization process involves adjusting thresholds to balance power efficiency and
sensing accuracy. By fine-tuning these thresholds, we can ensure that the system oper-
ates within the power budget while maintaining high sensing performance. This approach
helps in avoiding both underuse and overuse of resources, thereby improving overall system
efficiency.

2.4.5. Conclusions

In this study, by leveraging a feedback framework grounded in a multi-hypothesis energy
detector, we were able to extract crucial information regarding target presence and adjust
system parameters.
Our machine learning optimization framework, which prioritizes minimizing power consump-
tion, has shown significant improvements in power efficiency. The optimization process
involved balances power usage and sensing accuracy, ensuring that the system operates
efficiently without compromising performance.
The results indicate that this optimization approach can lead to substantial power savings,
ranging between 2 to 4 dB enhancements in each allocated power budget. This demon-
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Figure 2.43: Threshold optimization impact on sensing performance

strates the robustness of our approach in adapting to varying environmental conditions and
target trajectories, while maintaining high sensing performance.
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3. Emerging transmission mode selection methods in ex-

treme deployments

This chapter is divided into three sections and it contains research work pertaining to three
main topics: Radio Resource Management (RRM) strategies for 6G in-X subnetworks,
HARQ parameter learning strategies and predictive early HARQ for latency critical scenar-
ios. Section 3.1 reports innovations related to RRM strategies for 6G in-X subnetworks.
Section 3.2 presents AI-driven estimation methods to improve the operation of the HARQ
feature of the MAC protocol at the UE-side. Finally, section 3.3 describes an AI/ML-based
predictive early HARQ mechanism designed for ultra-low latency and high reliability use-
cases.

3.1. Radio Resource Management strategies for 6G in-X subnetworks
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3.1.1. Summary

Subtask 4.1.2 focuses on Radio Resource Management (RRM) for densely deployed in-X
subnetworks, either standalone or part of a larger 6G network. Here, we explore centralized,
distributed, and hybrid RRM approaches, with an emphasis on sub-band allocation and
power control. Centralized strategies leverage CSI at the 6G BS for optimized resource use.
We evaluate DNN- and RL-based methods in both static and dynamic settings, addressing
delayed CSI with ML-based solutions. The findings support scalable and efficient RRM for
future 6G networks.

3.1.2. Introduction

Industrial environments demand URLLC, driving the need for advanced RRM in mobile in-
X subnetworks. These subnetworks face challenges like dynamic interference, outdated
CSI, and privacy concerns, which traditional RRM struggles to address. While centralized
RRM enables global optimization, it suffers from high overhead and latency. Conventional
optimization and heuristic methods face scalability issues, and existing ML-based solutions
often depend on frequent CSI updates and overlook outdated data, limiting their effective-
ness in dynamic settings. Generally, RRM solutions can be implemented in centralized or
distributed manners [86]. Centralized RRM involves a centralized controller—such as a cen-
tralized radio manager (CRM)—that aggregates CSI from all subnetworks, performs data
processing, and makes network-wide resource allocation decisions. This approach enables
globally optimized resource management due to the comprehensive network perspective
it provides. Nevertheless, centralized RRM often introduces considerable communication
overhead and processing latency, particularly when integrated with a broader 6G parent
network aimed at environmental awareness [87]. These limitations are particularly acute
in dynamic industrial scenarios with highly mobile subnetworks. Despite these challenges,
centralized RRM is typically preferred when global optimization and coordinated resource
utilization across the entire network are essential. Radio resource allocation strategies
can leverage both traditional optimization approaches and ML methodologies. Conventional
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optimization-based methods, such as graph-based sub-band allocation models, employ con-
flict graphs and graph coloring algorithms to reduce interference [88]. Heuristic methods,
including Sequential Iterative Sub-band Allocation (SISA) [78] and Weighted Sum Mean-
Square Error Minimization (WMMSE) [89], address interference management and maximize
multi-cell sum rates under QoS constraints. Moreover, nonlinear optimization techniques
like interior point methods and sequential convex approximation have been utilized for joint
channel and power allocation in multicast device-to-device and cellular scenarios [90]. Nev-
ertheless, these traditional approaches encounter scalability issues in extensive, dynamic
industrial environments due to the NP-hard nature of the resource allocation problem [91].
Recent advancements in ML-based resource allocation approaches offer promising alterna-
tives [92]. Centralized graph coloring (CGC) techniques have been adopted to generate la-
beled datasets, subsequently used in supervised learning frameworks employing deep neu-
ral networks (DNNs) to achieve efficient sub-band allocation [88]. For power control, graph
neural networks (GNNs) based on message passing effectively utilize limited CSI to opti-
mize spectral efficiency by continuously updating graph representations of network deploy-
ments [64]. Unsupervised learning with DNNs has demonstrated effectiveness in optimizing
sub-band allocation to meet target data rates in dense 6G-enabled in- X subnetwork envi-
ronments [93]. Additionally, reinforcement learning (RL) techniques, such as the Multi-Agent
Double Deep Q-Network (MADDQN), have been employed for dynamic channel selection
under severe interference conditions, maintaining target QoS requirements [84]. Further-
more, attention-based RL combined with GNNs has been proposed for dynamic frequency
and power allocation, utilizing received signal strength indicator (RSSI) measurements [94].
To overcome these challenges, we propose two AI-based RRM approaches: (1) a dual-
attention LSTM with an unsupervised DNN for joint CSI prediction, sub-band allocation, and
power control; and (2) Federated Multi-Agent Reinforcement Learning (F-MARL) for decen-
tralized, privacy-aware resource management. These solutions aim to enhance spectral
efficiency and reduce feedback overhead in dense, mobile subnetworks.

3.1.2.1. Project objectives

This work advances AI-driven Layer 2 and RRM protocols for dynamic, user-centric scenar-
ios, such as industrial subnetworks, thus achieving WP4-O1. The proposed spatio-temporal
attention models and resilient DNNs enable efficient joint sub-band and power allocation
with reduced CSI dependence. Our solution contains AI-driven, low-overhead Layer 2 and
RRM protocols. Through simulations, we show improved spectral efficiency and reduced
signaling, helping optimize key 6G metrics, such as latency and reliability, thus achieving
WP4-O3. Our work supports CENTRIC project Objective 3 by delivering AI tools—such
as federated MARL and attention-based networks—for lightweight, adaptive communication
protocols. The validated methods enhance CSI handling and meet CENTRIC’s goals for
efficient protocol design in real-world scenarios.

3.1.3. Proposed Distributed RRM Solution for Industrial Subnetworks

3.1.3.1. Federated Multi-Agent DRL for Industrial 6G RRM

System Model and Problem Formulation
System Model: We consider downlink transmissions within a wireless network consisting of
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N independent and mobile subnetworks. Each subnetwork supports communication to one
or more devices, including sensors and actuators. Within each subnetwork, an Access Point
(AP) manages transmissions to its associated devices. We denote the set of subnetworks
as N = 1, ... , N, and the devices associated with the nth subnetwork as Mn = 1, ... , Mn.
Each subnetwork’s AP is assumed to be equipped with a local Resource Manager (RM),
responsible for making resource allocation decisions based on data acquired via sensing or
received directly from its associated devices.
Wireless transmissions within each mobile subnetwork utilize one of K available orthogonal
channels. Due to resource constraints, the number of available frequency bands (K ) is typi-
cally much smaller than the number of concurrently operating subnetworks (N), necessitat-
ing efficient spectrum management. We assume intra-subnetwork orthogonality, meaning
that transmissions within a subnetwork do not interfere with each other. In practical sys-
tems, however, perfect orthogonality might be challenging due to limited channel bandwidth,
potentially resulting in intra-subnetwork interference; this effect will be addressed in future
work.
The received signal-to-interference-plus-noise ratio (SINR), denoted by γn,m(t), between the
AP of subnetwork n and its mth device at time t is expressed as:

γn,m(t) =
gn,m(t)∑

i∈Ik
gn,i(t) + σ2 , (3.1)

where gn,m(t) is the received power between the nth AP and device m, Ik denotes the set
of APs or devices transmitting simultaneously on channel k , and σ2 represents the noise
power, defined as:

σ2 = 10
−174+NF+10 log 10(Bk )

10 ,

where NF is the noise figure, and Bk is the bandwidth of channel k .
In practical 6G in- X subnetworks, transmitted data packets are typically short (in the order of
tens of bytes), making the classical infinite-block-length assumption and Shannon’s capacity
formula unrealistic. Therefore, we adopt a finite block-length approximation for achievable
rates, expressed as [95]:

rn,m = Bk

[
log2 (1 + γn,m(t))−

√
Vn,m(t)

l
Q−1(ϵ) log e

]
,

where Q−1 denotes the inverse complementary Gaussian cumulative distribution function
associated with the decoding error probability ϵ, log e ≈ 0.434 is a constant factor, l denotes
the code-word block length, and the channel dispersion Vn,m(t) is given by:

Vn,m(t) = 1− 1
(1 + γn,m(t))2 . (3.2)

As the block length l increases towards infinity, the finite block-length approximation con-
verges towards Shannon’s classical formula.
Problem Formulation
We consider a resource allocation problem that involves the distributed selection of commu-
nication channels aiming to maximize the sum rate of all subnetworks, while simultaneously
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satisfying a predefined minimum rate requirement for each device. This problem can be
formulated mathematically as:

P: max
ct

N∑
n=1

Mn∑
m=1

rn,m
(
ct) subject to rn,m ≥ rtarget, ;∀n, m, (3.3)

where ct = [ct
1, ... , ct

N ] denotes the vector of channel selections by each subnetwork at time
t , with each ct

n ∈ K = 1, ... , K . The parameter rtarget represents the minimum rate require-
ment, assumed identical across all subnetworks and devices. The optimization problem pre-
sented in (3.3) is inherently challenging due to the joint optimization of multiple conflicting,
non-convex objectives. To address these complexities, federated Multi-Agent Reinforcement
Learning (MARL) methods are proposed as effective solutions.

Figure 3.1: Illustration of the training procedures for (a) multi-agent DDQN and (b) multi-
agent PPO and the federated learning concept (c).

3.1.3.2. MARL for RRM in Subnetworks

MARL Algorithms
The radio resource selection problem involving multiple in- X subnetworks is formulated as
a decentralized partially observable Markov decision process (DEC-POMDP). Formally, a
DEC-POMDP is defined as a tuple

(
N,S, {An}N

n=1,P, {Rn}N
n=1

)
. The set of all possible states

for all agents is defined as the state space S = S1 × · · · × SN , and the joint action space
containing all possible actions for the nth agent An is denotedAAA = A1×· · ·×AN . The reward
signal for the nth agent is denoted Rn : S ×AAA × S and the transition probability from state
s ∈ S to state s′ ∈ S by joint action aaa ∈ AAA is denoted P = S ×AAA.
MADDQN
The Multi-Agent Double Deep Q-Network (MADDQN) algorithm [96,97] extends the Double
Deep Q-Network (DDQN) methodology to support decentralized learning among multiple
autonomous agents. In MADDQN, each agent employs a local Q-network, independently
learning from its interactions with the environment. These experiences, comprising state-
action-reward-next state tuples, are stored either in a shared replay buffer (Bc) in centralized
learning scenarios or individual replay buffers ({Bn}N

n=1) in distributed settings. To stabilize
training, MADDQN utilizes target networks, periodically updated via Polyak averaging, which
involves incrementally adjusting the target network weights towards the current local network
weights. Each local Q-network is optimized using mini-batches sampled from the replay
buffer, with the goal of minimizing the mean squared Bellman error—the squared difference
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between the predicted Q-values and corresponding target Q-values. The loss function for
agent i is defined as [97]:

L(θ) =
1
N

N∑
i=1

(yi −Q(si , ai ; θi))2 (3.4)

where N is the mini-batch size, sj and aj represent the state and action samples, respectively,
and Q(sj , aj ; θi) denotes the estimated Q-value from the local Q-network. The target Q-value
yj is computed using the target network as:

yi = ri + γQ′
(

s′, max
a

Q(s′, a′; θi); θ′i
)

(3.5)

where rj is the received reward, s′
j denotes the next state, a′ is the action chosen by the target

Q-network, and Q′ refers to the target network’s output. Action selection during training
and deployment employs an ϵ-greedy policy, balancing exploration (random actions) with
probability ϵ and exploitation (greedy actions) with probability (1− ϵ).
MAPPO
The Multi-Agent Proximal Policy Optimization (MAPPO) algorithm extends Proximal Policy
Optimization (PPO), originally developed for single-agent reinforcement learning, to multi-
agent scenarios. MAPPO adopts an actor-critic structure, allowing each agent to maintain
its own policy (actor) and value function (critic). Policies are updated carefully to ensure that
policy changes are constrained, facilitating stable and efficient learning in decentralized set-
tings. In MAPPO, agents collect trajectories by interacting with the environment according
to their respective policies. The gathered trajectories, comprising sequences of state-action
pairs, are stored in a replay buffer. Using these trajectories, agents estimate the value func-
tion with a critic network, predicting expected cumulative rewards for observed states. The
policy update is performed by optimizing a surrogate objective function, which approximates
expected policy improvement based on the ratio between the new policy (πθ′) and the old
policy (πθ). The surrogate objective function is formally defined as [98]:

L(θ) = E
[
min

(
r (θ′)A, clip

(
r (θ′, 1− η, 1 + η

)
A
)]

, (3.6)

where r (θ′) = πθ′ (a|s)
πθ(a|s) represents the probability ratio of taking an action under the new policy

compared to the old policy, and A denotes the advantage function, quantifying the benefit of
selecting a given action relative to the estimated baseline (value function). The clipping pa-
rameter η constrains policy deviations to ensure stability. Policy parameters (θ) are updated
by maximizing the surrogate objective using stochastic gradient descent (SGD):

θ′ = arg max
θ′

{
1
N

N∑
m=1

min
(
r (θ′)Am, C(θ′)Am

)}
, (3.7)

C(θ′) = clip
(
r (θ′, 1− η, 1 + η

)
, (3.8)

where N is the number of sampled trajectories and Am denotes the advantage of the mth

state-action pair. Simultaneously, the value function parameters (θv ) are updated to minimize
prediction errors using the mean squared error (MSE) loss:

L(θv ) =
1
N

N∑
i=1

(V (si ; θv )−Gi)2, (3.9)
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where si represents the observed state, V (si ; θv ) is the estimated value from the critic, and
Gi is the actual cumulative reward observed from the trajectory starting at state si . These
training steps are iteratively repeated until convergence or the desired system performance
is achieved.

3.1.3.3. Proposed MARL Methods for RRM

We propose two novel federated algorithms that integrate Multi-Agent Reinforcement Learn-
ing (MARL)—specifically, MADDQN and MAPPO as described previously—with Federated
Learning (FL) methodologies [99, 100]. These approaches, named Federated MADDQN
(F-MADDQN) and Federated MAPPO (F-MAPPO), aim to solve the distributed resource op-
timization problem formulated in (3.3). Both algorithms require defining the environment,
action space, observation space, and reward function. Below we describe each of these
components in detail.
Action Space
The available frequency band is partitioned into a set of K orthogonal channels of equal
bandwidth, forming a discrete action space. Letting bk represent the k th channel, the action
space for the nth subnetwork, denoted by An, is defined as:

An = {b1, ... , bK} ∀n ∈ N (3.10)

Observation Space
At time step t , the local observation of subnetwork n is defined by:

Sn(t) =
[
f (s1

n(t)), · · · , f (sK
n (t))

]T
, (3.11)

where sk
n(t) = [SIRk

n1(t), · · · , SIRk
nM(t)] ∈ RM×1 is a vector containing the Signal-to-Interference

Ratio (SIR) measurements for all devices within the nth subnetwork on channel k . The func-
tion f is the Observation Reduction Function (ORF), which transforms raw measurements
into a state representation suitable for the RL agent. The choice of ORF significantly impacts
the learning performance. Given the minimum rate constraint specified in (3.3), it is logical
to optimize resource allocation based on the worst-case (lowest) SIR values. However, due
to the combinatorial complexity inherent in the optimization task, we consider two categories
of ORF:

f (x) :

{
x 7→ x ∈ RM×1 Case I:Full state
x 7→ fA(x) ∈ R1 Case II:Reduced state

, (3.12)

where fA denotes aggregation functions such as mean, maximum, or median.
Reward Signal
To effectively guide the agents toward the optimization objective in (3.3), we define the re-
ward function for subnetwork n as:

Rn = λ1

M∑
m=1

rn,m − λ2

M∑
m=1

1(rn,m)(rmin − rn,m) (3.13)

where λ1 and λ2 are positive scaling factors balancing rate maximization and compliance
with the minimum rate constraint, respectively. The indicator function 1(rn,m) equals one if
rn,m < rmin and zero otherwise.
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(a). MADDQN (b). MAPPO

Figure 3.2: Illustration of the (a) Deep Q-Network (DQN) architecture for MADDQN and (b)
Deep PPO architecture for MAPPO which are used for the simulations.

Policy
A key component in reinforcement learning is the policy, which maps observed states to
actions. Both proposed methods, F-MADDQN and F-MAPPO, represent the policy using
deep neural networks (DNNs). These algorithms combine federated learning approaches
with MADDQN and MAPPO frameworks to enable decentralized and collaborative learning
among subnetworks.
Training
The training procedure for both F-MADDQN and F-MAPPO leverages federated learning
(FL) techniques [101], as illustrated in Figure 3.1c. Consider N subnetworks (agents){Fi}N

i=1,
each maintaining local experience replay buffers, Bi , from which local model parameters
θi are trained. The global model parameters are optimized by minimizing the global loss
function, defined as a weighted aggregation of individual losses:

Lg(θ) =
N∑

i=1

ηiLi(θ), (3.14)

where ηi > 0 denotes the weighting factor for the i th agent’s contribution, subject to the
constraint

∑N
i=1 ηi = 1. In this work, to ensure equal priority among subnetworks, we set

ηi = 1/N;∀i ∈ N . The optimal global parameters θi are obtained by solving:

θ∗ = arg min
θ
Lg(θ) (3.15)

We apply a federated averaging algorithm to solve (3.15). Specifically, each agent performs
local gradient descent updates on its local loss Li as follows:

θi(t + 1) = θ̄(t)− γ∇Li(θ̄(t)), ∀i ∈ N , (3.16)

where γ > 0 is the learning rate, θ̄(t) represents the current global model parameters, and
∇Li denotes the gradient of the local loss function for agent i . Periodically, at intervals
defined by the aggregation period τagg, local model parameters are aggregated into a new
global model via:

θg(t + 1) =
N∑

i=1

1
N
θi(t + 1) (3.17)

The updated global parameters are subsequently redistributed to the subnetworks for further
local training iterations.
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Table 3.1: Simulation parameters.

Parameter Value
Total factory area R 180 m× 80 m
Clutter type table Sparse
Number of subnetworks N 20
Timestep t 0.005 s
Number of episode 2000
Number of steps per episode T 200
Subnetwork separation distance dmin 1 m
Subnetwork radius dr 1 m
Subnetwork velocity 3 m/s
Transmit power pn(t) -10 dBm
Number of frequency channels K 4
Carrier frequency fc 6 GHz
Bandwidth per subnetwork BW 10 MHz
Noise figure NF 10 dB
Shadowing decorrelation distance dδ 10 m
Max action switch delay τmax 10

3.1.4. Performance Evaluation of the Proposed Distributed RRM Solution

3.1.4.1. Simulation Settings

We consider an indoor industrial factory scenario inspired by production facilities defined by
the industry initiative, 5G Alliance for Connected Industries and Automation (5G-ACIA) [102].
The simulated factory environment consists of a 180m×80 m layout containing distinct areas
designated for production, assembly, storage, and human workspaces. Several mobile sub-
networks integrated within robots are deployed to facilitate tasks such as material handling
and tool transportation across the facility. Alleys between operational zones are designed
as two-lane paths with right-hand traffic conventions, each having a width of 5 m and occu-
pying approximately 1600 m2 of the total factory area. In the simulation, robot subnetworks
maintain a minimum separation distance, dmin = 1 m, and travel at a speed of 3 m/s. Each
subnetwork’s coverage area is modeled as a circle with radius dr = 1 m, enabling safe pas-
sage of robots in opposite directions within the alleys. Collision avoidance is ensured by
assigning priority to robots closer to intersections, causing other nearby robots within the
minimum separation distance to reduce speed accordingly.
Unless otherwise specified, we consider a total available bandwidth of 100 MHz, divided
equally into K = 4 orthogonal channels. Transmissions within each subnetwork utilize a
single channel at any given time instant. The channel gain gn,m between AP n and device m
is calculated as:

gn,m = hn,m ×
√

10(PLn,m+X SDn,m)/10, (3.18)

where hn, m denotes the small-scale fading gain modeled as a temporally correlated Rayleigh
random variable, PLn,m represents the path loss, and X SD

n,m indicates shadow fading. Path
loss is simulated using the 3GPP Indoor Factory (InF) channel models, specifically the
Dense-clutter Low-antenna (InF-DL) and Sparse-clutter Low-antenna (InF-SL) scenarios.
The shadow fading component, X SDn, m, is generated using a spatially correlated shadow-
ing model as described in [69]. Additional relevant simulation parameters are detailed in
Table 3.1. For federated learning-based approaches (F-MAPPO and F-MADDQN), different
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Figure 3.3: Averaged reward versus number of episodes.
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Figure 3.4: CDF of achieved rate.

aggregation intervals, T Agg ∈ [128, 256, 512, 1024], are considered. The minimum data rate
requirement per device is set to rmin = 11 bps/Hz.

3.1.4.2. Benchmarks

We benchmark the performance of the proposed F-MADDQN and F-MAPPO algorithms with
the following methods. Centralized Graph Coloring (CGC) [103], Greedy channel selection
and Random channel selection.
In addition, the federated learning solutions are also compared with previous solutions based
on centralized as well as distributed training. We denote the centralized (distributed) MAD-
DQN and MAPPO as C-MADDQN (D-MADDQN) and C-MAPPO (D-MAPPO), respectively.

3.1.4.3. Training and Convergence

We employ the neural network architectures illustrated in Figure 3.2a and Figure 3.2b for the
proposed F-MADDQN and F-MAPPO algorithms, respectively. The federated training pro-
cedure used for both algorithms is depicted in Figure 3.1c. Figure 3.3a shows the average
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Figure 3.6: Rate versus number of subnetworks.

reward signal obtained at each training episode for the MADDQN-based methods. Con-
vergence is achieved after approximately 1500 episodes, at which point all MARL-based
methods reach performance levels close to the distributed greedy selection baseline. No-
tably, F-MADDQN with larger aggregation intervals (τagg ≥ 256) slightly outperforms both the
centralized and distributed baselines, indicating potential benefits of the federated learning
approach. However, excessively frequent federated aggregations, such as using τagg = 128,
negatively impact the convergence speed and stability; for instance, convergence is not
reached even after 2000 episodes for this aggregation interval. The convergence behavior
for the F-MAPPO algorithm is evaluated in Figure 3.3b. Convergence occurs after approx-
imately 750 episodes, with performance across all aggregation intervals closely matching
that of the baseline. Compared to the MADDQN-based methods, the MAPPO-based so-
lutions demonstrate approximately a 50% reduction in convergence episodes. This signif-
icant improvement is attributed to differences in training strategies: MADDQN employs an
ϵ-greedy exploration strategy with gradual parameter decay, whereas MAPPO uses iterative
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training updates over multiple epochs per step, facilitating faster convergence.

3.1.4.4. Performance Comparison

The trained F-MADDQN and F-MAPPO models are deployed independently within each
mobile subnetwork to perform distributed channel allocation. We compare their performance
against several baselines, including random selection, greedy channel selection, Centralized
Graph Coloring (CGC), as well as centralized (C-MADDQN, C-MAPPO) and distributed (D-
MADDQN, D-MAPPO) training frameworks. For fair comparison, we set the aggregation
interval to T Agg = 512. Figure 3.4 illustrates the cumulative distribution function (CDF) of
the achievable per-device data rates. F-MADDQN demonstrates a marginal performance
improvement compared to D-MADDQN and C-MADDQN methods, particularly below the
30th percentile. F-MADDQN also consistently outperforms the distributed greedy baseline.
Similarly, F-MAPPO shows performance advantages over distributed baselines and closely
approaches the performance of centralized methods for lower percentiles. As expected,
the CGC baseline exhibits the highest performance due to its access to global scenario
information. However, this advantage comes at the cost of significantly increased complexity
in terms of sensing, signaling, and computational requirements, rendering it less practical for
dense deployments. In contrast, the proposed MARL-based algorithms rely solely on local
interference measurements, resulting in lower complexity and improved scalability.

3.1.4.5. Sensitivity and Robustness Evaluation

To assess the robustness and generalization capabilities of the proposed methods, we eval-
uate their performance under variations in deployment density and changes in environmental
parameters.
1. Robustness to Deployment Density Variations: We train the models in a scenario
consisting of N = 20 subnetworks and then deploy these trained models in test environ-
ments with varying numbers of subnetworks, ranging from N = 10 to N = 50. The resulting
average per-device data rates are depicted in Figure 3.6. An overall performance degrada-
tion proportional to the increasing number of subnetworks is observed across all evaluated
methods. However, the MADDQN-based algorithms exhibit greater robustness, maintain-
ing stable performance even as the deployment density changes significantly. In contrast,
MAPPO-based methods display noticeable performance deterioration, indicating that the
proposed F-MADDQN method offers superior robustness to changes in deployment density
compared to F-MAPPO.
2. Sensitivity to Environmental Parameter Variations: To further evaluate generalization,
models are initially trained in a factory environment characterized by sparse clutter, with
average clutter element size dclutter = 10m and density rclutter = 20%. Subsequently, these
trained models are tested in scenarios with varying clutter densities, following the 3GPP
indoor factory channel model [104]. Figure 3.5 presents the minimum, maximum, and aver-
age per-device data rates achieved across different clutter scenarios. Results indicate that
the proposed MARL-based solutions (both F-MADDQN and F-MAPPO) successfully main-
tain their performance relative to centralized and distributed baselines despite the changes
in clutter environments. Consistent with the earlier robustness tests, the MADDQN-based
algorithms demonstrate superior stability, closely matching the performance of the greedy

Dissemination Level: Public. Page 107



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

selection baseline, thereby exhibiting improved resilience to environmental variations com-
pared to MAPPO-based methods.

3.1.5. Proposed Spatio-Temporal Attention-Based model for RRM in outdated CSI

A fundamental challenge in RRM is the reliance on CSI, which often becomes outdated due
to acquisition and processing delays. This outdated CSI can lead to suboptimal decisions in
resource allocation, adversely affecting spectral efficiency (SE) and QoS. A major challenge
is their reliance on frequent, periodic, and synchronous CSI updates, which are often im-
practical in scenarios with rapidly changing channel conditions and short coherence times.
current machine learning (ML)-based methods frequently overlook the impact of outdated
CSI, leading to significant performance degradation in high-mobility environments. This sec-
tion introduces a novel Spatio-Temporal Attention-Based model designed to address these
challenges. The model integrates attention mechanisms to accurately predict future CSI,
leveraging both spatial and temporal correlations within the network. These predictions en-
able proactive and informed RRM decisions, mitigating the adverse effects of delays and
improving overall network performance.

3.1.5.1. System Model

The proposed system consists of multiple in-factory subnetworks (InF-Ss) deployed within
an industrial environment, each functioning as a localized wireless cell. Each subnetwork
comprises an AP and multiple devices, facilitating wireless connectivity and coordination of
industrial tasks. At the core of the system, a Centralized Resource Manager (CRM) is re-
sponsible for radio resource management (RRM) and channel prediction, ensuring efficient
orchestration of network resources across the factory. The deployment is characterized by
high mobility, dense subnetwork distribution, and localized communication, requiring robust
interference mitigation and adaptive resource allocation strategies.
The system is deployed within a factory area of L×L square meters, designed to accommo-
date autonomous robots and industrial machinery. The layout supports seamless movement
of devices while ensuring efficient communication between subnetworks. Each subnetwork
consists of a central AP that serves as a communication hub, processing local data such as
devices inputs and their controls. The AP facilitates real-time connectivity, allowing devices
to efficiently coordinate their operations.
The communication coverage of each AP is defined by a circular transmission range with a
radius R, ensuring that all associated devices remain within its connectivity zone. devicess
are positioned at distances ranging from dmin to R, ensuring compliance with minimum prox-
imity constraints while maintaining reliable wireless links.
Subnetworks exhibit controlled mobility, following predefined trajectories that replicate the
movement of autonomous mobile robots (AMRs) and automated guided vehicles (AGVs)
transporting materials across the factory floor. The velocity of each subnetwork, represented
as v = {v1, · · · , vN}, varies dynamically to reflect real-time industrial operations. Movement
patterns may be adjusted based on environmental factors such as congestion, priority-based
tasks, or safety constraints, ensuring adaptive and efficient navigation.
The network topology comprises N subnetworks, denoted as N = {1, · · · , N}, operating
independently while coexisting within a shared spectrum. Given the high density of subnet-
works, mutual interference presents a significant challenge. Consequently, effective RRM
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Figure 3.7: System model illustrating the deployment of in-factory subnetworks, including APs, devices, communication links, and the
CRM.

techniques, including dynamic sub-band allocation and power control, are essential to main-
tain spectral efficiency and mitigate interference.
The system’s deployment, which is illustrated in Figure 3.7, aligns with real-world industrial
scenarios where each autonomous robot functions as a self-contained subnetwork. Internal
communication between devices is facilitated by the AP, ensuring uninterrupted task exe-
cution while navigating the factory environment. The CRM further enhances operational
efficiency by managing network-wide resource allocation, ensuring seamless connectivity
and minimizing performance degradation due to interference. The communication channel
between devices and APs follows the 3rd Generation Partnership Project (3GPP) specifica-
tions for in-factory environments [104].

3.1.5.2. Dual Attention-Based Channel Prediction

Predicting future CSI is a time-series forecasting problem, requiring models that capture both
short-term fluctuations and long-term trends. Traditional model-based approaches, such as
autoregressive models and stochastic processes, struggle to handle the dynamic nature of
industrial subnetworks.
In contrast, machine learning-based predictors offer a more adaptable and accurate solution.
These models identify spatial correlations among subnetworks to understand interference
relationships, model temporal dependencies in CSI evolution, and predict CSI over a delay
horizon to compensate for reporting delays.
As depicted in Fig. 3.8, the framework processes historical, delayed CSI data as input to
determine optimal RRM strategies. It consists of two main components: the predictor, which
forecasts CSI for all device-AP pairs, and the RRM component, which efficiently allocates
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CSI as input and the RRM strategy as output.

radio resources based on these predictions.
Channel samples naturally exhibit complex spatio-temporal correlations, particularly in our
scenario where the mobility of in- X subnetworks and fluctuating interference patterns cause
rapid and irregular variations in the channel state. The dense deployment of subnetworks
further introduces strong spatial correlations between device-AP pairs, as neighboring sub-
networks often experience similar interference and fading effects. These combined dynam-
ics make accurate channel prediction highly challenging.
To effectively model such data, predictive models must capture temporal dependencies
across past observations while simultaneously leveraging spatial relationships among chan-
nel states. Recurrent neural networks (RNNs), a class of dynamic neural networks, have
been widely adopted for time-series data, including channel prediction tasks [105]. How-
ever, standard RNNs struggle to model long sequences due to the vanishing gradient prob-
lem [106, 107]. LSTM networks mitigate these limitations by introducing memory cells and
gating mechanisms, enabling the retention of long-term dependencies [108]. Their robust-
ness and flexibility have been demonstrated across diverse applications, such as language
modeling [109], time-series forecasting [110], and industrial sensor analysis [111].
In this framework, an LSTM-based encoder-decoder architecture is enhanced with dual at-
tention mechanisms to capture both spatial and temporal dependencies, enabling precise
channel prediction.

3.1.5.2.1 Attention Mechanisms in the Encoder-Decoder Framework

While LSTMs are highly effective in capturing long-term dependencies, they lack the ability
to prioritize specific features or time steps within a sequence. This limitation reduces their
ability to focus on critical information for accurate predictions. To address this, attention-
based encoder-decoder frameworks were introduced [112], enabling models to dynamically
assign importance to relevant parts of the input sequence, thus enhancing sequence-to-
sequence modeling.
The encoder-decoder framework, widely adopted in deep learning [112–114], transforms an
input sequence into a fixed-length context vector through the encoder, which encapsulates
the sequence’s salient features. The decoder uses this context vector to generate the target
output sequence. However, as the input sequence length grows, the fixed-length context
vector often fails to retain essential details, particularly from earlier time steps, leading to
performance degradation [115]. To address this bottleneck, the attention mechanism was
integrated into the encoder-decoder framework [116], allowing the model to compute a dis-
tinct context vector for each prediction step by assigning adaptive weights to the encoder’s
hidden states based on their relevance to the current decoding step. This dynamic weight-
ing significantly improves the model’s ability to retain and utilize long-term dependencies,
enhancing prediction accuracy.
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In the proposed framework, dual attention mechanisms—spatial and temporal—are embed-
ded within the encoder-decoder architecture to address the challenges of channel predic-
tion in dynamic in x-subnetwork environments. Fig. 3.9 illustrates the dual attention-based
encoder-decoder structure, consisting of an encoder and a decoder. The figure highlights
how the spatial attention mechanism prioritizes relevant input features while the temporal
attention mechanism focuses on important time steps, facilitating accurate channel predic-
tions in dynamic industrial environments.

The Encoder Module
The encoder serves as a feature extractor for the input sequence of CSI matrices:

{H t−T +1, ... , H t}.

Each CSI matrix is flattened into a vector as described previously. These inputs are pro-
cessed first through a spatial attention mechanism and subsequently by an LSTM encoder.
The spatial attention mechanism dynamically identifies the relationship between each chan-
nel variable and the predicted channel by referring to the previous hidden state st−1 of the
decoder LSTM. The attention weight vector αi

t is computed as [112,117]:

α̂i
t = V SA

i tanh
(

W SA
i st−1 + USA

i vec(H t )i + bSA
i

)
,

1 ≤ i ≤ N2,
(3.19)

αi
t =

eα̂i
t∑d

j=1 eα̂
j
t

, 1 ≤ i ≤ N2, (3.20)

where V SA
i , W SA

i , USA
i , and bSA

i are trainable parameters. The term α̂i
t represents the im-

portance of the i-th input variable at time t for channel prediction. Relevant variables are
assigned higher weights to improve prediction accuracy, while less relevant ones are sup-
pressed. The spatial attention layer thus acts as a channel selector. The spatial attention-
weighted input is expressed as:

vec(H t ) = αt ⊙ vec(H t ), (3.21)

where αt = [α1
t , ... ,αN2

t ] represents the spatial attention weights.
An LSTM network is subsequently employed to process the attention-weighted inputs and
extract latent features, denoted as {z t−T +1, ... , z t}.

The Decoder Module
The decoder module leverages the hidden states produced by the encoder to predict future
CSI values. However, as the length of the CSI buffer increases, retaining all necessary
information for decoding becomes challenging. To address this, the decoder incorporates
a temporal attention mechanism that adaptively focuses on the most relevant hidden states
generated by the encoder.
The temporal attention weights are calculated as:

β̂ l
t = V TA

l tanh
(

W TA
l st−1 + UTA

l z t−T +l + bTA
l

)
,

1 ≤ l ≤ T ,
(3.22)
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Figure 3.9: Architecture of the dual attention-based LSTM encoder-decoder, incorporating spatial and temporal attention mechanisms for
channel prediction.
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β l
t =

eβ̂ l
t∑T

q=1 eβ̂
q
t
, 1 ≤ l ≤ T , (3.23)

where st−1 is the output of the (t − 1)-th unit of the LSTM decoder, and V TA
k , W TA

k , UTA
k , and

bTA
k are parameters to be learned. The normalized value β l

t quantifies the relevance of the l-
th hidden state to the current decoding step. The context vector is computed as a temporally
weighted sum of the encoder’s hidden states:

ct =
T∑

l=1

z t−T +lβ
l
t . (3.24)

The decoder uses the context vector ct and the last predicted channel Ĥt−1 as inputs to
its LSTM module. The output features are passed through a fully connected (FC) layer to
produce the final prediction:

Ĥt+1 = W f st + bf . (3.25)

Here, W f is the weight matrix that maps the hidden state vector st to the flattened predicted
channel matrix Ĥt+1, and bf is the corresponding bias vector.
By integrating dual attention mechanisms, the proposed encoder-decoder model excels at
identifying critical features and relevant time points, significantly improving channel predic-
tion accuracy in dynamic in x-subnetwork environments.
Finally, the loss function of the encoder-decoder model is designed to minimize the mean
squared error (MSE) between the predicted and actual channel values, defined as:

MSE = EBP

{
∥H− Ĥ∥2

}
, (3.26)

where E represents the expectation operator, Ĥ and H denote the predicted and actual
channel values, and ∥ · ∥ is the Euclidean norm. The parameter BP corresponds to the batch
size of the predictor model, determining the subset of samples used in each optimization
step.
To optimize the model parameters effectively, the adaptive moment estimation (ADAM) op-
timizer [118] is employed. ADAM combines the benefits of momentum and RMSprop opti-
mization techniques, enabling faster convergence and improved robustness to hyperparam-
eter selection. This approach ensures efficient training, particularly for complex models with
large parameter spaces, such as the proposed dual attention-based encoder-decoder.

3.1.6. Proposed Centralized RRM Solution for Industrial Subnetworks

In this section we introduce the problem formulation and then architecture of the proposed
ML model and the associated learning strategy for efficient resource allocation. The DNN
framework is specifically designed to address sub-band allocation and power control in an
integrated manner while adhering to resource allocation constraints.

3.1.6.1. Problem Formulation

As illustrated in Figure 3.7, this study focuses on RRM for uplink transmissions, where de-
vices communicate with their respective APs within each subnetwork. The system assumes
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the available spectrum to be divided into sub-bands, denoted by K = {1, · · · , K}, shared
among all devices. Each subnetwork is assumed to serve a single device, with its transmis-
sion fully utilizing the assigned sub-band.
The primary objective is to develop a resource allocation strategy that jointly optimizes sub-
band assignment and power control to maximize the average SE across all subnetworks
while ensuring that each subnetwork meets a minimum SE requirement, SEmin. Sub-band
allocation is denoted by ak

n, and power levels are represented by pn. These variables are
adjusted based on the estimated CSI, Ĥt . The indicator ak

n ∈ {0, 1} specifies whether sub-
network n transmits on sub-band k , (ak

n = 1 for active transmission). Each subnetwork is
constrained to use a single sub-band, expressed as

∑K
k=1 ak

n = 1. The allocated sub-band
is determined by converting the one-hot vector an =

[
a1

n, ... , aK
n

]
into a categorical value

an =
∑K

k=1 k · ak
n. Transmit power pn is modeled as a continuous variable, constrained by

Pmax, offering greater flexibility compared to discrete power levels.
The spectral efficiency (SEk

n) is defined as:

SEk
n = log2

(
1 +

hn,n
t ak

npn

γ2
m,n +

∑
m∈N\{n} hm,n

t ak
mpm

)
, (3.27)

where hn,n
t represents the desired channel link for subnetwork n, and γ2

m,n is the receiver
noise power, calculated as:

γ2
m,n = 10

−174+NF+10 log10 (Wk )
10 , (3.28)

where Wk denotes the sub-band bandwidth (in Hz), and NF represents the receiver noise
figure (in dB).
The joint optimization problem for sub-band allocation and power control is formulated as:

max
{ak

n ,pn}

1
N

∑
n∈N

∑
k∈K

SEk
n, (3.29a)

s.t.
∑
k∈K

SEk
n ≥ SEmin, ∀n ∈ N , (3.29b)

ak
n ∈ {0, 1}, ∀n ∈ N ,∀k ∈ K, (3.29c)∑

k∈K

ak
n = 1, ∀n ∈ N , (3.29d)

0 ≤ pn ≤ Pmax, ∀n ∈ N . (3.29e)

This mixed-integer nonlinear programming (MINLP) problem is computationally challenging
due to its non-convex nature. Conventional methods, such as branch-and-bound algorithms,
dynamic programming, and convex relaxation techniques, can be employed to solve such
problems; however, these approaches often suffer from prohibitive computational complex-
ity, particularly in large-scale and dynamic scenarios. To address these challenges, deep
learning techniques are employed to approximate the optimal mapping function, leveraging
their universal approximation capabilities [93,119].

3.1.6.2. Deep Learning-Based centralized RRM

This section introduces the architecture of the proposed DNN model and the associated
learning strategy for efficient resource allocation. The DNN framework is specifically de-
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signed to address sub-band allocation and power control in an integrated manner while
adhering to resource allocation constraints.

3.1.6.2.1 Structure of the DNN Model

The architecture of the proposed DNN model is illustrated in Fig. 3.10. The model comprises
two distinct modules, each containing MU basic units that serve as the building blocks for
learning the complex relationships between input features and resource allocation decisions.
Each basic unit is composed of four key layers. The first is a FC layer that extracts high-
dimensional features from the input data. This is followed by a batch normalization (BN)
layer, which stabilizes intermediate outputs and accelerates convergence during training.
The activation layer employs either an exponential linear unit (ELU) or a rectified linear unit
(ReLU) to introduce non-linear transformations, enhancing the model’s ability to learn intri-
cate patterns. Finally, a dropout layer is included to mitigate overfitting by randomly deacti-
vating neurons during training.
To optimize gradient flow at different stages of the network, ELU is applied in the initial
units to handle potential negative inputs and ensure smoother gradient updates. In contrast,
ReLU is utilized in deeper layers to focus on positive activations, simplifying computations
while maintaining performance.
Each basic unit contains MH hidden nodes, enabling the model to capture detailed patterns
in the data. The input, an estimated channel gain matrix Ĥ, is first converted to the decibel
(dB) scale for numerical stability and then normalized to zero mean and unit variance. The
normalized N × N channel gains are subsequently flattened into a one-dimensional vector
of length N2 [120].
The two modules of the DNN are structurally similar but tailored to distinct tasks. The first
module is responsible for sub-band allocation, while the second focuses on power control,
ensuring that the model efficiently addresses both aspects of the resource allocation prob-
lem.

Sub-Band Allocation Module
The output of the final layer in the first module generates NK outputs, reshaped into an N×K
matrix. This matrix is processed through N softmax functions, one for each subnetwork,
ensuring that the outputs for each subnetwork sum to one and satisfy the sub-band allocation
constraint in Eq. (3.29d).
During inference, sub-band allocation for subnetwork n, denoted as an, is determined by
selecting the sub-band with the highest probability:

an = arg max
k

ak
n, (3.30)

ensuring compliance with the discrete constraints in Eq. (3.29c). During training, the model
outputs continuous probabilities, ab

n, for each sub-band. To address the discrepancy between
continuous outputs during training and the discrete outputs required during inference, a soft
binarization method with a tunable sharpness parameter, δ, is employed. This approach
ensures a gradual transition between training and inference, refining the output distribution
over time.
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Figure 3.10: Structure of the proposed DNN-based RRM framework, showing interconnected modules for sub-band allocation and power
control, supported by preprocessing and loss optimization components.

Power Control Module
The second module predicts power levels for each subnetwork. The output of the final FC
layer is processed through a sigmoid activation function, constraining values between 0 and
1. These scaled outputs are then multiplied by the maximum power limit Pmax, ensuring
compliance with the power control constraint in Eq. (3.29e). The use of the sigmoid function
ensures continuous and differentiable power level predictions, facilitating smooth optimiza-
tion.

3.1.6.2.2 Loss Function and Training Methodology for the DNN Model

The proposed DNN model is trained using an unsupervised learning approach, which elimi-
nates the need for labeled datasets with optimal solutions. This enables direct optimization
of the resource allocation problem through a carefully designed loss function. The offline
training paradigm further enhances computational efficiency by reducing the complexity of
inference during real-time deployment compared to traditional iterative algorithms.
The model’s loss function is designed to simultaneously maximize SE across all subnetworks
while ensuring compliance with QoS constraints. Formally, the loss function is expressed as:

L = − 1
N

∑
n∈N

SEw
n +λσ(SEmin−SEw

n ), (3.31)

where λ is a weighting parameter that balances the trade-off between maximizing overall SE
and satisfying minimum QoS requirements.
In this formulation, SEw

n represents the weighted SE for subnetwork n and is defined as:

SEw
n =

∑
k∈K

ak
nSEk

n. (3.32)

The loss function achieves dual objectives. The first term focuses on maximizing the weighted
SE across all subnetworks, aligning model predictions with optimal resource utilization. The
second term introduces a penalty for QoS violations using a sigmoid function, σ, which
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provides a smooth and differentiable penalty when the SE of any subnetwork falls below
the minimum threshold, SEmin. The penalty’s differentiable nature ensures stable gradient
updates, preventing abrupt changes in the loss for minor deviations and concentrating opti-
mization efforts on significant violations.
The weighting parameter λ allows flexibility in balancing these objectives. Smaller values of
λ emphasize improving overall SE, while larger values prioritize adherence to minimum QoS
requirements. This flexibility ensures that the model can adapt to diverse network conditions
and performance requirements.
To address the inherent challenge of transitioning from continuous outputs during training to
discrete outputs required during inference, the model employs a soft binarization mechanism
based on a parameterized softmax function:

ϕδ(xk
n ) =

exk
n /δ∑B

k=1 exk
n /δ

, (3.33)

where xk
n is the input to the softmax layer, and δ is a tunable parameter controlling the sharp-

ness of the output distribution. Initially, δ is set to a high value to produce smoother outputs,
enhancing gradient flow and stabilizing training. Over successive epochs, δ is gradually
reduced using an adaptive scaling strategy:

δ(m) = δ(m−1) · γ, if m = j · Iupdate, j ∈ Z+, (3.34)

where γ is the scaling factor, Iupdate is the interval for parameter updates, and m represents
the training epoch. This progressive refinement enables the model to transition seamlessly
from exploration to exploitation, ensuring stable and robust optimization.

3.1.7. Performance Evaluation of the Proposed Centralized RRM Solution

The experiments were conducted in a cloud computing environment using resources equipped
with an AMD EPYC-Rome Processor(40 cores, 40 threads at 2.9 GHz) and an NVIDIA A40
GPU, with 64GB of RAM.
We evaluated the performance of the proposed scheme for channel prediction by bench-
marking it against a standard LSTM model configured with identical parameters. This com-
parison highlights the impact of incorporating the dual attention mechanism into the encoder-
decoder framework, focusing on its ability to enhance prediction accuracy by capturing both
spatial and temporal correlations in channel data.
For the RRM component, the proposed scheme was compared against a well-established
baseline method: SISA [78] with WMMSE [89] which leverage the SISA algorithm, a central-
ized iterative approach designed to minimize the sum of weighted interference during sub-
band allocation. The sub-band allocation obtained from SISA is paired with the WMMSE
technique for power control. These baselines represent SoA optimization-based RRM ap-
proaches, offering a rigorous benchmark for assessing the efficacy of our proposed method.
Additionally, to evaluate the robustness of our scheme under less structured scenarios, we
included a random RRM strategy as a baseline. In this strategy, sub-bands are randomly
assigned from the available K options for each subnetwork, and transmit power levels are
uniformly sampled from the range [0, Pmax]. This random allocation serves as a lower bound
for performance, providing insight into the relative improvements achieved by the proposed
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and baseline methods in dynamic and highly interfered environments. By comparing against
these baselines, the evaluation framework offers a comprehensive perspective on the pro-
posed scheme’s advantages in both prediction accuracy and RRM performance. The results
demonstrate its ability to outperform traditional methods and random allocation strategies,
particularly in maintaining high SE and satisfying QoS constraints in dynamic deployment
scenarios.

3.1.7.1. Simulation Setup

The simulation is conducted in a factory environment where 10 mobile subnetworks are
deployed within a 20 × 20 m2 area, corresponding to a high-density deployment of 25, 000
subnetworks per square kilometer. These subnetworks move with random velocities along
parallel lanes, maintaining equal and fixed distances between lanes to simulate controlled
yet dynamic industrial movement patterns. Each InF-S is modeled with a circular coverage
area of radius R = 1 m, ensuring localized wireless communication. The minimum sepa-
ration between APs and devices within each subnetwork is constrained to 0.8 m, reflecting
realistic industrial setups. The simulation parameters are summarized in Table 3.2. The first
part of the table provides details of the system deployment and channel model. The sec-
ond and third parts of the table list the hyperparameters for the predictor and RRM models,
respectively. These hyperparameters are carefully selected to ensure optimal performance
and generalizability across various network conditions. The final section provides the pa-
rameters used for generating and managing the dataset.

3.1.7.2. Comparison Results for different RRM approaches

Let us first assume there is no delay and that the CRM has instantaneous access to the CSI
without any latency. To evaluate the effectiveness of the proposed model in maximizing SE
while adhering to the constraints in (3.29b), we analyze the evolution of the probability of
minimum SE violation (interpreted as the outage probability) and the average SE across all
subnetworks.
Fig. 3.11 illustrates this evolution over the RRM training epochs. The figure illustrates the
model’s convergence behavior and its ability to balance individual QoS constraints with over-
all system efficiency. Initially, the probability of SE violations is relatively high, reflecting the
model’s limited understanding of optimal resource allocation strategies in the early stages
of training. As training progresses, this probability decreases significantly, indicating that
the model becomes increasingly capable of satisfying the minimum QoS constraints. At
the same time, the average SE shows a consistent upward trend, highlighting improved re-
source utilization efficiency. The stabilization of both metrics in the later epochs suggests
that the model successfully balances maximizing average SE with maintaining compliance
with minimum SE requirements. This convergence behavior demonstrates the efficacy of
the proposed loss function in achieving robust and fair dynamic resource allocation for IoT
system. To evaluate the capability of the RRM model to generate binary outputs after con-
vergence, Fig. 3.12 presents the cumulative distribution function (CDF) of the binarization
error, defined as E[|an − round(an)|] across the InF-Ss. The CDF, plotted on a logarithmic
scale for enhanced clarity, shows that the binarization error is remarkably small for most
cases. The maximum possible binarization error is 0.5, reflecting the bounded range of op-
timization variables between 0 and 1. From the figure, it is evident that the proposed DNN
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Table 3.2: Simulation Parameters

Parameter Value
System Deployment and Channel Model

Factory area, L × L 20 × 20 m2

Number of subnetworks, N 10
Subnetwork radius, R 1 m
Minimum distance between AP and device 0.8 m
Clutter density 70%
Clutter size 1 m
Shadowing standard deviation, σs 4 dB
De-correlation distance, dc 5 m
Number of sub-bands, K 3
Sub-band bandwidth, Wk 40 MHz
Carrier frequency, fc 10 GHz
Maximum transmit power, Pmax 0 dBm
Noise figure, NF 5 dB
Sounding reference signal period, ∆t 100 ms
CSI buffer length, T 5
Prediction length (delay), τ 4

Predictor Model Hyperparameters
Number of hidden layers, LLSTM 2
Number of hidden neurons, zLSTM 512
Learning rate, αP 1 × 10−4

Batch size, BP 1024
Training epochs, EP 500

RRM Model Hyperparameters
Basic units, MU 4
Hidden nodes per unit, HR 512
Learning rate, αR 1 × 10−5

Dropout rate, rd 0.1
Batch size, BR 1024
Training epochs, ER 150
Weighting parameter, λ 20
Minimum SE, SEmin 4
Initial Softmax tunable parameter, δinitial 1
Scaling factor, γ 0.9
Interval between updates, Iupdate 10

Dataset Parameters
Reconstructed environments 10,000
Training samples 900,000
Testing samples 100,000
Simulation duration per reconstruction 10 s
Sliding window size T + τ = 9
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Figure 3.11: Evolution of the probability of minimum SE violation and average SE across all subnetworks as a function of the RRM training
epochs, illustrating the model’s convergence behavior and its ability to balance QoS constraints with system efficiency.

Dissemination Level: Public. Page 119



HORIZON Grant Agreement Number: 101096379
Document ID: WP4/D4.2

0 0.1 0.2 0.3 0.4 0.5

Binarization error

0.99

0.992

0.994

0.996

0.998

1

C
D

F

Figure 3.12: CDF of the binarization error for the RRM model, highlighting the effectiveness of the proposed framework in generating
binary outputs for sub-band allocation with minimal deviation.

model effectively minimizes binarization error, reliably producing binary outputs and ensur-
ing compliance with discrete resource allocation constraints. Figs. 3.13 and 3.14 present
the CDFs of the average and individual SE across all subnetworks, comparing the pro-
posed DNN-based RRM with the SISA-WMMSE benchmark under varying delay conditions
(τ = 0, 1, 2, 3, 4). As the delay, τ increases, the performance of both the proposed DNN-
based RRM and the SISA-WMMSE benchmark deteriorates due to the impact of outdated
CSI on the resource allocation process. However, the degradation is more pronounced for
the SISA-WMMSE benchmark, highlighting its higher sensitivity to delay. Specifically, the
degradation in the median SE when transitioning from no delay (τ = 0) to a 4-sample delay
(τ = 4) is approximately 0.2 bps/Hz for SISA-WMMSE, compared to only 0.1 bps/Hz for the
proposed DNN-based RRM.
The proposed DNN-based RRM consistently outperforms the SISA-WMMSE benchmark
across all delay conditions, demonstrating its robustness and adaptability in handling out-
dated CSI. This robust performance emphasizes the effectiveness of the DNN-based ap-
proach in maintaining resource allocation efficiency under varying levels of delay. Fig. 3.14,
plotted on a logarithmic scale to emphasize low-percentile performance, provides further
insights into the individual SE distribution across subnetworks. For τ = 4, the minimum
SE achieved by SISA-WMMSE drops sharply to below 3 bps/Hz, while the proposed DNN-
based RRM maintains a minimum SE of approximately 4.5 bps/Hz, representing a 50% im-
provement. This significant enhancement highlights the superior fairness of the DNN-based
RRM, ensuring that even the least advantaged subnetworks maintain reasonable SE levels
despite delay-induced challenges.
Overall, the results in Figs. 3.13 and 3.14 clearly demonstrate that the proposed DNN-based
RRM not only achieves higher average SE but also ensures better fairness and robustness
compared to the SISA-WMMSE benchmark. While these findings underline the effective-
ness of the DNN-based approach in adapting to practical scenarios with varying delay lev-
els, the negative impact of higher delay values on RRM performance remains evident. The
following subsection evaluates the capability of the predictors to mitigate this degradation.
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Figure 3.13: CDF of the average SE across all subnetworks, comparing the proposed DNN-based RRM and the benchmark under varying
delay conditions
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Figure 3.14: CDF of the individual SE across all subnetworks, comparing the proposed DNN-based RRM and the benchmark under
varying delay conditions.
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Figure 3.15: Training and validation loss trends for the dual attention LSTM and standard LSTM predictors.

3.1.7.3. Comparison Results for Different CSI Prediction Methods

The primary objective of applying channel predictors in this study is to enhance RRM by
mitigating the effects of delay. However, to provide a deeper comparison, Fig. 3.15 illustrates
the MSE loss trends during training and validation for both the attention-based LSTM and
the standard LSTM predictors. The results offer key insights into the behavior of these
two approaches. The dual attention LSTM demonstrates faster initial convergence for both
training and validation losses compared to the standard LSTM, reflecting its ability to learn
more effectively during the early stages of training. Throughout the training process, the
dual attention LSTM consistently achieves lower training and validation losses, showcasing
its superior capability in accurately modeling channel characteristics. Furthermore, the gap
between the training and validation losses for the dual attention LSTM remains relatively
narrow, underscoring its robustness and reduced susceptibility to overfitting. This enhanced
performance can be attributed to the dual attention mechanism, which enables the model
to effectively capture both spatial and temporal dependencies in the channel data. The
smoother loss curves of the dual attention LSTM further indicate a more stable training
process compared to the standard LSTM, which exhibits greater oscillations.
To assess the effectiveness of the proposed predictors in mitigating the impact of delay on
resource allocation, we analyzed the CDFs of both the average SE across all subnetworks
and the individual SE for all subnetworks. Fig. 3.16 illustrates the average SE, while Fig. 3.17
highlights the individual SE results for the maximum delay scenario (τ = 4) under the DNN-
based RRM framework. For reference, the ideal no-delay case and the sample-and-hold
approach—where the most recent CSI is reused—are included in the analysis.
Fig. 3.16 demonstrates that employing machine learning-based predictors significantly en-
hances RRM performance in scenarios with delayed CSI. The Attention-LSTM predictor, in
particular, outperforms the standard LSTM in terms of average SE. Under a 4-sample delay,
the CDF curve of the Attention-LSTM is steeper and more right-shifted, closely approach-
ing the no-delay baseline. This result underscores its superior ability to predict and adapt
to channel variations despite the presence of delays, effectively mitigating their impact on
performance.
Fig. 3.17 extends this analysis to individual SE across subnetworks. The CDF curves re-
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Figure 3.16: CDF of the average SE across all subnetworks for DNN-based RRM with a τ = 4-sample delay, comparing sample-and-hold,
Attention-LSTM, and LSTM predictors.

veal that the Attention-LSTM predictor not only improves average SE but also ensures a
more uniform and favorable SE distribution among individual subnetworks. Notably, while
the sample-and-hold approach achieves a minimum SE of 4.5 bps/Hz, the Attention-LSTM
predictor improves this value to 5.7 bps/Hz, representing an increase of more than 25%,
highlighting its effectiveness in mitigating delay-induced performance degradation. This en-
hancement is particularly critical for maintaining fairness across subnetworks, as it reduces
the frequency of low-efficiency states and ensures that even the least advantaged subnet-
works maintain adequate SE levels. By minimizing the likelihood of individual subnetworks
experiencing poor SE due to delay-induced inaccuracies, the Attention-LSTM provides a
robust solution for QoS fairness.
These findings highlight the superior performance of the Attention-LSTM predictor in ad-
dressing delay effects, delivering substantial improvements in both average and individual
SE compared to the standard LSTM and sample-and-hold approaches. The results em-
phasize the critical role of incorporating spatio-temporal attention mechanisms to enable
effective and efficient resource allocation in delay-sensitive wireless systems.

3.1.8. Conclusions

In this contribution, we have presented two innovative AI-driven methods to address critical
Radio Resource Management (RRM) challenges in densely deployed, mobile in- X subnet-
works envisioned for 6G-enabled industrial environments. Specifically, our research targets
the management of outdated CSI, interference mitigation, spectrum efficiency (SE), and
quality-of-service (QoS) compliance in dynamic industrial scenarios.
The first approach integrates a novel dual-attention-based Long Short-Term Memory (LSTM)
network designed to effectively predict Channel State Information (CSI). This method sub-
stantially reduces the performance degradation typically induced by outdated CSI, outper-
forming traditional methods by accurately capturing both spatial and temporal channel cor-
relations. The proposed attention-enhanced predictor notably improves average SE and
significantly reduces QoS violations, thereby ensuring fair and robust resource allocation
even in challenging delay scenarios.
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Figure 3.17: CDF of the SE for all subnetworks for DNN-based RRM with a τ = 4-sample delay, comparing sample-and-hold, Attention-
LSTM, and LSTM predictors.

Complementing this predictive method, we introduced an unsupervised deep neural net-
work (DNN) framework that jointly optimizes sub-band allocation and power control. The
proposed DNN-based approach demonstrated exceptional robustness, achieving superior
spectral efficiency and consistently outperforming established optimization methods such
as the SISA-WMMSE benchmark, particularly under scenarios with delayed CSI. Addition-
ally, the framework’s modularity and offline training strategy enable computationally efficient
deployment, suitable for real-time industrial applications.
The second proposed method employs Federated Multi-Agent Reinforcement Learning (F-
MARL), specifically federated versions of MADDQN and MAPPO algorithms. This decen-
tralized approach ensures privacy preservation, scalability, and adaptive resource allocation
in mobile subnetworks, significantly reducing communication overhead. The MARL-based
methods exhibited rapid convergence and robust generalization capabilities across diverse
and dynamic deployment densities and environmental conditions.
Collectively, these contributions directly align with Task 4.1 and WP4 objectives by devel-
oping and validating advanced AI-based RRM strategies that minimize signaling overhead,
efficiently utilize spectrum resources, and enhance network scalability. Furthermore, the
developed methodologies substantially advance CENTRIC’s project objective to realize cus-
tomized, lightweight, and energy-efficient communication protocols for emerging 6G indus-
trial networks.
These findings pave the way for future implementations and large-scale validations, under-
scoring the practicality and effectiveness of AI-enhanced RRM solutions envisioned by the
CENTRIC project.

3.2. HARQ Parameter Learning Strategies
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3.2.1. Summary

As a concrete application of AI-driven L2 protocol enhancement, we investigated the Hybrid
ARQ (HARQ) mechanism, a key function of modern wireless networks. HARQ in 5G is a
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Figure 3.18: Mapping HARQ and ARQ on the RLC and MAC layers of a UE and gNB for 5G NR.

MAC protocol that is a combination of FEC and ARQ where different from ARQ the retrans-
missions contain different cyclic parts of a codeword (i.e., redundancy version (RV)). In 5G
NR, the concepts of Code Block Groups (CBG) and Code Blocks (CB) are introduced, where
a large Transport Block (TB) is partitioned into smaller units. Retransmission are done either
for TB or CBG level. In case of CBG based retransmissions, if at least one of the CBs in
the CBG shows CRC fail, then all CBG is retransmitted. The current HARQ implementation
in 5G NR relies on a set of fixed or semi-static parameters that are configured in the UE
via RRC configuration or, are network-configured and specific for an entire cell. The HARQ
mechanism cannot adapt to the current radio link conditions and/or NW DL scheduling for a
specific user without reconfiguration of the UE and/or NW planning changes.
In this study we focus on HARQ protocol enhancements and enablers where a UE may de-
termine the optimal number of CBGs for transmission, using an AI/ML model, and indicates
the determined number of CBGs to the NW-side. We provide detailed flowcharts on the
proposed protocol enhancements for 6G incorporating the AI/ML models and discuss the
performance enhancements.

3.2.2. Introduction

3.2.2.1. Background and Motivation

Hybrid Automatic Repeat Request (HARQ) functionalities are specified in 3GPP specifica-
tion documents [121,122]. For downlink, at the UE side, HARQ receives Protocol Data Units
(PDUs) and sends ACK/NACK using procedures from the Medium Access Control (MAC)
and physical (PHY) layer, whereas at the gNB side, there is a MAC scheduler (Sch) and
transmission buffer (Tx) responsible for sending PDUs and receiving ACK/NACK. Fig. 3.18
shows the mapping of the HARQ at the UE and at the gNB, where the solid lines show
the data flow in the downlink, whereas the dashed arrow lines show the logical link for the
feedback and signaling.
The current HARQ implementation in 5G NR relies on a set of fixed or semi-static parameters
that are configured in the UE via RRC configuration or, are network-configured and specific
for an entire cell. HARQ in 5G NR is stop-and-wait asynchronous and adaptive protocol.
A UE associated to a service cell has one MAC entity and one HARQ entity that manages
variable number of HARQ processes where the stop-and-wait technique is enforced. Each
HARQ process handles the delivery of one PDU for which the sender entity waits for an
ACK from the receiver entity before transmitting the next PDU. Being asynchronous allows
for flexible scheduling of HARQ transmissions, whereas the adaptivity refers to the usage of
adaptive code rate that can be adjusted based on the channel quality. The main HARQ func-
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tionalities for successful delivery of a PDU include: (i) Forward error correction (FEC) via soft
combing of PDUs, (ii) Retransmissions of erroneous PDUs via sending acknowledgements
and negative acknowledgments (ACKs/NACKs).
The FEC via soft combining is a PHY layer functionality based on buffering erroneous PDUs
and using these with the retransmitted PDUs to perform decoding. Retransmission coordi-
nated via ACKs and NACKs is a MAC layer functionality based on following preconfigured
timing reports indicating if a PDU has been correctly received (ACK-ed) or it has been re-
ceived incorrectly or has not been received within the expected time window (NACK-ed). The
HARQ functionalities directly impact the communication latency and reliability. The opera-
tion on the PHY and MAC layer, allows establishment of HARQ transmission loop between
the UE and the gNB that can result in a variable transmission latency and reliability perfor-
mance. If this performance is not sufficient for the service, then procedures from the upper
layers (e.g., ARQ or TCP control mechanisms) must be invoked.
There are two different flavours of HARQ. Incremental redundancy (IR-HARQ) and Chase
combining HARQ. In IR-HARQ, a different Redundancy Version (RVs) is used for each of
the retransmissions such that the number of coded bits increases with each retransmission
thus the probability of decoding is increased. In 5G NR, 4 different RVs are used, and the
maximum number of retransmissions is set to 3. In chase combining HARQ, only one RV
and the same PDU is retransmitted and combined to increase the probability of successful
decoding. Regardless of the HARQ flavour, the probability of successful decoding of the
PDU is important metric and if the PDU is not eventually decoded, then it is discarded and
left to the upper layers to work on successful delivery of the PDU.
An interesting novelty in the 5G NR HARQ is the way the HARQ data is structured, i.e.,
the largest unit is called Transport Block (TB) and it fits inside one MAC PDU. TBs can be
transmitted by the MAC layer; however, these are large data units, and if error occurs and
are not decodable, then network resources are under-utilized. Therefore, smaller units are
introduced called Code Block Groups (CBGs) such that one TB can have one or multiple
CBGs. The smallest unit is called Code Block (CB) and the number of CB inside a CBG
is fixed in the 5G NR and specified by a RRC message. Fig. 3.19 depicts the HARQ data
structure hierarchy, starting from a TB to a CB, where k denotes the number of CBGs inside
a TB, and each CBG has fixed number of 2 CB, hence 2k CB are used to represent the entire
information from a TB. HARQ retransmissions happen on TB level or CBG level, i.e., CB are
not retransmitted. One rationale behind this is that retransmitting CB can lead to extensive
signaling, thus reducing performance. The UE can acknowledge multiple TB/CBGs in case
of configured Carrier Aggregation (CA), and the RRC configured codebooks show how many
ACK/NACK bits are sent and how these bits are packed.
In the downlink, the HARQ transmissions happen on the PDSCH channel, and feedback
is sent over the PUCCH or PUSCH. The gNB sends a Downlink Control Information (DCI)
message indicating several control information (two available DCI formats are format 1-0
and format 1-1) including New Data Indicator (NDI) which the UE uses to discern if this is a
new transmission (NDI is toogled) or a retransmission (NDI is not toogled). In the case of a
new transmission, the UE performs flushing of the soft buffer, whereas for retransmissions,
the UE uses the buffer for soft combining and improving the decoding. Next, the UE follows
a timing report and sends back to the gNB an ACK or NACK. If the CBG retransmissions are
configured, the UE discerns which CBG are retransmitted using two additional fields in the
DCI. The first field is CBGTI (CBG Transmit Indicator) which is a bitmap showing whether
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Figure 3.19: 5G NR HARQ data units’ hierarchy

a certain CBG is present in the downlink transmission, and the second field is the CBGFI
(CBG Flush Indicator) which is a bit indicating whether the CBG should be flushed or used
in soft combining.
Different configurations of the HARQ downlink parameters provide different trade-off be-
tween transmission reliability and latency when using the variable transmission link. The
solutions proposed in this study are tailored as an improvement to the existing HARQ down-
link procedure by introducing adaptation of the relevant HARQ parameter over time. This is
done using a new functionality based on an algorithm that can run at the UE or at the NW (for
example, an AI inference model) that facilitates holistic adaptation of the HARQ parameters
by providing predictions/estimations/inference regarding the variability of the underlying link.
These are calculated with assigned precision metric (for example, confidence interval, error
margin, accuracy coefficient or combination of these). The main goal is to use the output
of such algorithm and to tune the HARQ procedure so that it enables MAC layer provision-
ing of services with different reliability and latency requirements without the need to invoke
mechanisms from the higher layers (ARQ on RLC layer, or TCP on Transport Layer.).
The current 3GPP Releases for NR support HARQ error correction and retransmissions
mechanism for UE received (downlink) data in a static approach that relies on a set of fixed
parameters, that are either configured in the UE via RRC configuration or, are NW config-
ured and specific to an entire cell. The HARQ mechanism cannot adapt to the current radio
link conditions and/or NW DL scheduling for a specific user without reconfiguration of the
UE and/or NW planning changes. A simplified view of the current architecture in the 3GPP,
focusing on the HARQ, is given in Fig. 3.20, where the entire MAC layer performs Multiplex-
ing and Demultiplexing of PDUs between Transport and Logical channels coordinated by the
MAC control block. The logical channel prioritization (LCP) is only valid for uplink.
In the current architecture, the downlink HARQ PDU exchange between the UE and the
gNB follows precisely defined steps. Initially, the PDU arrives at the gNB that follows the slot
alignment and introduces scheduling delay upon which the PDU is transmitted to the UE,
which introduces processing delay and replies with a NACK or ACK depending whether the
PDU is correctly decoded. The NACK/ACK is processed at the gNB, and in case of NACK, a
retransmission is initiated after a scheduling delay, and in case of ACK, a new transmission
is initiated after a scheduling delay. Fig. 3.21 details and enumerates the steps at both ends.
In step 1, the downlink scheduling at the NW is done, followed by sending a DCI (step
2) with control information required to configure HARQ parameters and by sending a TB
or CBG (step 3). The UE receives the DCI information (step 4), checks the NDI (step 5)
and follows the timing report (step 6) to send back an ACK or NACK (step 7) to report on
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Figure 3.20: UE MAC layer, current architecture in 3GPP (simplified view, relevant to HARQ)

Figure 3.21: NW to UE HARQ downlink communication diagram, as defined in the current 3GPP NR architecture
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Figure 3.22: Proposed enhancements to the current architecture

the (un)successful transmission of the TB or CBG. As described in these steps, it is the
NW side that controls the HARQ parameter configuration in a static or semi-static way, and
once configured the UE keeps executing the same NW received configuration, despite the
changes and variations in the underlying transmission link. There is no active participation
of the UE side in the HARQ parameter configuration.
In this study, we focus on determining and including information from the UE side for ad-
justing the downlink HARQ parameters over future time transmission intervals, with the goal
of achieving better management of the latency-reliability transmission trade-off on the MAC
layer. The UE information relevant to tunning the HARQ parameters can in some case not
be timely available and/or kept by the NW (such as statistics like successful PDU delivery,
statistics on using the soft buffer at the UE for decoding purposes), thus actively including
the UE in the tunning of the HARQ parameters can enable holistic approach for optimizing
HARQ.

3.2.2.2. Project objectives

This study supports the CENTRIC project Objective 3 and WP4-O1 objectives by introducing
a new architecture for HARQ, wherein AI models are used by the UE or NW to dynamically
optimize HARQ protocol parameters. Specifically, UE or NW can use AI-based estimations
which may be derived from measurements such as PDU latency, packet loss, ACK/NACK
statistics, CBG distributions to determine and recommend the optimal number of CBGs for
each transmission. This AI-driven configuration leads to a lightweight and adaptive protocol
behaviour based on instantaneous link conditions rather than static conditions.

3.2.3. Proposed Solution

The solution approach is to include UE-specific information that can improve the decision
taken by the NW to adjust the HARQ parameters dynamically over time. Fig. 3.22 depicts
the newly introduced blocks to the UE MAC layer legacy architecture (see Fig. 3.20) to
facilitate the implementation of the proposed solution. The new blocks are highlighted with
dashed rectangle and the interaction with the current architecture is via the MAC control
block. These entities are described as follows.
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HARQ-SAP, is a Service Access Point (SAP), i.e., an interface used to communicate with the
referent architecture bi-directionally. It is used to read the actual values for the HARQ pa-
rameters, but also to monitor MAC and PHY layer related parameters which can be relevant
inputs in the common blocks.
HARQ controller, is an entity that controls the execution of the algorithm using the input
parameters, creates and populates entries, for example a HARQ lookup table from which it
can select the best value for a given HARQ parameter “as seen from the UE side”. Using
the MAC control block this configuration is signaled towards the NW.
HARQ-Algo, is a block where an AI/ML algorithm is executed to provide predictions/esti-
mations/inference regarding the optimal HARQ parameter values with a certain precision
metric. This output is used to populate entries at the HARQ controller, for example in the
HARQ lookup table.
The architecture enhancements shown in Fig. 3.22 demonstrate a change of the current
3GPP operation and signaling as proposed in Fig. 3.23. The steps shown in Fig. 3.23 are
common steps and are briefly explained in the following. In step 0, pre-configuration is per-
formed which might include: agreement between the NW and the UE MAC on where to
execute the algorithm (Option 1: algorithm executed on the UE, or Option 2: algorithm exe-
cuted in the NW), determining the algorithm type, and exchanging an additional information
relevant to initial set up such as data format entries. Next, if option 1 is selected, the UE
executes the algorithm (step 1) and sends predictions (e.g., via lookup table or values for
particular parameter) towards the NW (step 1-1), whereas if option 2 is selected, then the
UE sends all relevant measurements/inputs to the algorithm (step 2) towards the NW (this
can also be done via lookup table, or all measurements can be sent as a data stream).
At the NW side, if option 1 is selected, then the NW executes reconfiguration (step 3) con-
sidering the UE indications, whereas if option 2 is selected, then the NW executes the algo-
rithm (step 2-1) and reconfigures after the algorithm execution. In step 4, the NW performs
scheduling, followed by sending a DCI (step 5) and sending a TB/CBG (steps 5 and 6) poten-
tially modified based on the UE indicators or measurements. At the UE side, the scheduling
is received (step 7), checks of the NDI (step 8) are done (whether new or retransmission
should happen). An important point to emphasize is that modifications as a result of Step 3
can happen only when no residual retransmissions are pending at the NW since reconfig-
uring during retransmission can lead to misalignment (the UE expects one size of TB/CBG
but receives another, and the CBGFI bitmap would have unexpected format and size, or
indicators for non-active HARQ processes can be exchanged). In step 9, the UE will fol-
low the timing report to send back ACK or NACK (step 10), and lastly there is a step 11
where the network can perform “Fallback” operation and discard the UE indications or mea-
surements and continue executing as prescribed by the standard. The ”Fallback” can be
triggered when performance degradation is significant (for example large number of NACKs
are received etc).
In Fig. 3.24, we provide a complete end-to-end flowchart of the solution, where the UE keeps
on executing with the NW received parameters X as number of CBGs, and the downlink
service has variable reliability and latency (as estimated by the NW from the received ACKs
and NACKs). To mitigate this effect, the NW initiates a pre-configuration and sends an offline
trained AI model that the UE uses to make an estimation regarding the optimal number of
CBGs (X*) to be used to meet a certain latency and reliability targets.
The UE stores this model and keeps executing on the same configuration, but now it uses
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Figure 3.23: Logical flow between the UE and the NW with the proposed solution

the received measurement link information as inputs in the model and predicts the optimal
number of CBGs and with a certain level of precision. Based on the precision level, the UE
indicates to the NW the value for X* and the precision level. The NW makes a decision and
reconfigures to X*, but only after the Tx buffer at the NW has no pending retransmissions.
This is signaled via DCI or IE PDSCH-ServiceCellConfig, and all the remaining standard
procedures are followed, however the downlink service is now delivered using X* as HARQ
parameter, thus the target latency and reliability are met.

3.2.4. Benefits and Impact Assessment

Incorporating AI models into the HARQ protocol control loop allows for a more flexible and
service-specific approach. The new architecture empowers the UE to participate in the
configuration of the HARQ protocol by signaling the optimal parameters back to NW. The
proposed solutions improve transmission reliability and efficiency by aligning the protocol
with user-specific requirements and link conditions.
The performance of the proposed solutions in this study may significantly exceed existing
HARQ mechanisms in terms of the number of retransmissions and the probability of suc-
cessful decoding. The performance of the proposed solutions increases further as the
accuracy of the predictions on the HARQ parameters increases, e.g., number of CBGs,
recommended by the new HARQ algorithm.
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Figure 3.24: An example flow diagram for end-to-end solution
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3.2.5. Conclusions

The proposed AI-driven enhancements for the HARQ protocol enable more adaptive and
efficient communication systems. By allowing the UE to play an active role in the configura-
tions of the HARQ protocol, the system performance is expected to increase compared to
static configurations. The solutions described in this study leads to adaptive, user-specific
and lightweight protocols that are driven by UE-based intelligence and real-time channel and
UE state.
Further performance evaluations for the proposed AI-driven HARQ protocol are planned
to quantify the benefits using a system level simulator, including various traffic patterns,
mobility scenarios and AI models. We further plan to train supervised and unsupervised
AI models for HARQ parameter learning by modeling different AI algorithms under diverse
radio conditions.

3.3. Predictive Early HARQ for Latency Critical Scenarios
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3.3.1. Summary

Acknowledgement and retransmission of data packets are essential for reliable transmission.
Retransmission brings considerable latency based on the round trip time (RTT) of a trans-
port block. RTT consists of several components out of which channel decoding procedures
consume a significant portion of processing time at the UE. Especially in cases with high
SCS and data rate, UE processing time can become the dominant factor for the end-to-end
latency. The ACK/NACK feedback in HARQ is coupled with channel decoding and transport
block error detection processes. The two common HARQ schemes are reactive and proac-
tive. Reactive HARQ methods are based on stop and wait mechanism that results in high
feedback delay. Proactive HARQ methods rely on continuous retransmission of packets that
significantly reduces the throughput.
In this study we focus on predictive early HARQ, a potential new method for 6G enabled by
AI/ML based CRC output prediction, and provide protocol enhancements and performance
evaluations compared to reactive and proactive HARQ.

3.3.2. Introduction

3.3.2.1. Background and Motivation

Reactive HARQ

In traditional Automatic Repeat Request (ARQ), the packets are retransmitted when the re-
ceiver cannot recover the original information [123]. ARQ systems use ACK/NACK feedback
messages to notify the transmitter regarding the status of message recovery at the receiver.
Hybrid-ARQ (HARQ) is a method that allows retransmissions to be combined at the re-
ceiver to increase the decoding performance. The way the retransmissions are generated
are indexed with Redundancy Version (RV) in HARQ systems. Each RV index can indicate
different number of parity/information bits in a transmission depending on the retransmis-
sion number. Traditional HARQ methods that stops and waits for ACK/NACK feedback are
named reactive HARQ. Round Trip Time is a measure of end-to-end PHY layer latency in
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Figure 3.25: Round Trip Time (RTT) Components for reactive HARQ.

Figure 3.26: Round Trip Time (RTT) Components for predictive HARQ.

systems with retransmission. RTT has several components as shown in Fig. 3.25 and ex-
plained below.
∆TX1 +∆TX2: Processing time at BS, the time to prepare the transport block (TB) and process
the received ACK/NACK.
TTB: Transmission duration of a transport block (TB), the time to transmit transport block bits
until the least significant bit.
ρ: Propagation delay
∆RX : Processing time at UE, the time to decode and recover the transport block bits and
prepare ACK/NACK.
TA/N : Transmission duration of an ACK/NACK information.

Proactive HARQ and Predictive HARQ

Proactive HARQ is a new HARQ method proposed in Release 16 that enables uninterrupted
new RV transmission until an ACK is received at the TX [123, 124]. In Proactive HARQ, as
opposed to reactive HARQ, the TX does not wait for ACK/NACK before sending retransmis-
sion packets to RX. TX sends new RV packets consecutively until ACK feedback is received
from the RX.
Predictive HARQ is another new method where RX predicts the outcome of the decoding
process and the CRC check, and send Early ACK/NACK (eACK/eNACK) feedback message
to TX [125]. An example of eACK/eNACK feedback message is illustrated in Fig. 3.26 where
the eACK/eNACK is sent before the ACK/NACK feedback message.

Motivation
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Figure 3.27: Illustration of different HARQ methods.

A comparison of the reactive, proactive and predictive packet transmissions is provided in
Fig. 3.27. In the illustration, all three schemes have the same delay budget. Reactive HARQ
has the highest latency. Proactive HARQ can show the lowest latency but it causes redun-
dant retransmissions (RV#3 and RV#4). Predictive HARQ reduces the latency and brings a
balanced solution in between reactive and proactive schemes.
The previous literature on predictive HARQ focuses on predicting the channel decoder suc-
cess outcome based on the received symbols and log-likelihood-ratios (LLRs). In our work,
we focus on predicting the channel decoder outcome based on the received reference sig-
nals, e.g., demodulation reference signals (DM-RS). Using reference signals instead of LLRs
would allow lower latency as the process of obtaining LLRs requires all symbols to be re-
ceived and equalization to be performed.

3.3.2.2. Project objectives

The study on AI/ML-based predictive early HARQ mechanism aims to design new lower
L2 layer communication protocols, yielding lower latency and lower overhead compared to
existing HARQ mechanisms, thus achieving WP4-O1. The proposed protocols target use
cases that require low latency and high reliability where a minimal increase in overhead can
be tolerated. In this study we demonstrate the feasibility of the new early HARQ protocol via
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Figure 3.28: System architecture for predictive HARQ.

numerical simulations, thus achieving WP4-O3.

3.3.3. Proposed Solution

In this section, we provide enhancements for architectures and protocols to support the
supervised learning based early HARQ prediction methods.

3.3.3.1. System Architecture

New and modified blocks for the proposed methods on the PHY layer architecture is shown
in Fig. 3.28. Reference signal (RS) to transport/code block (TB) Associator block at UE is
responsible for the identification of reference signals that are used for the channel estimation
of symbols related to the transport block (TB) of interest. Transmission Reliability Score
(TRS) and Prediction block at UE is responsible for the computation of TRS and prediction
of channel decoding success of the received encoded code blocks (RV blocks) of a TB. TRS
is a measure of the level of channel distortion specific to the received RV blocks. E-HARQ
eACK/eNACK block at UE is responsible for the generation of the Early ACK/NACK feedback
message to the BS based on the prediction of channel decoding success. The eACK/eNACK
feedback message can also include the TRS. E-HARQ/IR block at BS is responsible for the
retransmissions based on the eACK/eNACK and ACK/NACK feedback received from the
UE. The block is also responsible for the selection of the size of the retransmission packet,
as part of the incremental redundancy (IR) scheme.
Potential latency gain with E-HARQ is illustrated in Fig. 3.29 where two different subcarrier
spacings µ = 0, 3 (15 KHz,120 KHz) are used. In case of µ = 3, the PDSCH processing time
(Tproc HARQ) at the UE after the full reception of PDSCH is around 20 symbols according
to the standards (TS 38.214 Table 6.4-1). Assuming the PDSCH transmission was on the
kth slot, the HARQ-ACK message can be sent using the PUCCH in slot k+2. The total
time to send the HARQ-ACK (T_HARQ) message becomes 32 symbols. The processing
of eHARQ-ACK starts after the reception of Reference signals. Assuming that 4 symbols
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Figure 3.29: Latency gain with predictive HARQ.

are sufficient to compute eHARQ-ACK message, eHARQ-ACK message can be sent within
the same slot over PUCCH. The total time to send the HARQ-ACK (T_HARQ) message
becomes 4 symbols. In case of µ = 3, a latency gain of 2 slots (0.25ms) is achieved. In case
of µ = 0, a latency gain of 1 slot (1ms) can be achieved based on the PDSCH processing
time of 8 slots (TS 38.214 Table 6.4-1) and assuming eHARQ-ACK processing time of 2
slots.

3.3.3.2. eACK/eNACK Protocol Signaling

The protocol flowchart for the proposed method at UE is provided in Fig. 3.30. E-HARQ
process starts for a new transport block at UE, and the retransmission counter n is set to
0. UE receives packet #n for the current TB from BS. If retransmission: the UE needs the
RV index (which may indicate the number of parity bits and/or the puncturing pattern in the
re-transmission). In one solution, UE may receive the adaptive RV index from BS, e.g. in the
DCI. Alternately, the UE may determine the adaptive RV index e.g. based on the TRS of the
previous transmission of the same transport block. UE selects the RS associated to the re-
ceived RV block #n. Based on the selected RS, UE computes the TRS and predicts decoder
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Figure 3.30: Predictive HARQ protocol enhancement at UE

success. UE sends TRS and/or eACK/eNACK feedback to BS based on the prediction, and
then completes FEC decoding. In case the CRC check pass after decoding, UE sends ACK
to BS, discards the packet #n+1 upon its arrival, sets the re-tx counter to 0 and moves to the
processing of next TB. In case CRC check fails after decoding, UE sends NACK to the BS,
increments the re-tx counter by one and waits for the packet #n+1 from BS.
The protocol flowchart for the proposed methods at BS is provided in Fig. 3.31. E-HARQ
process starts for a new transport block at BS, and the retransmission counter n is set to 0.
BS sends the packet #n for the current TB to UE and waits for eHARQ feedback. Based on
the received TRS, BS determines the size of next RV packet and prepares the next RV block
for retransmission.
In case BS receives eACK, BS waits for regular HARQ feedback for packet #n. In case BS
receives ACK, BS drops the prepared retransmission RV block #n+1 and moves to process-
ing next TB. In case BS receives NACK, BS increments the retransmission counter by one
and sends the prepared Rv block to UE.
In case BS receives eNACK, BS sends the next retransmission RV block #n+1 to UE. BS
waits for the regular HARQ feedback for packet #n. In case BS receives ACK, BS moves to
processing next TB. In case BS receives NACK, BS increments the retransmission counter
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Figure 3.31: Predictive HARQ protocol enhancement at gNB

by one and waits for the next eACK/eNACK feedback for packet #n+1.

3.3.3.3. Channel Decoder Success Prediction

The channel detector success predictor block, shown in Fig. 3.28, uses the selected RS to
predict the success of the channel decoder before the channel decoder starts to decode the
received RV block. The inputs to the predictor block can be the received RSs and transmitted
RSs associated with the transport block. The output of the predictor block indicates whether
a CRC fail or CRC pass is predicted.
The decoder success predictor can be trained using a supervised learning technique where
the inputs are RS sequences and received RS values, and the labels are binary indicators
for channel decoder success or failure. Based on the output of the model, either eACK or
eNACK is generated at the UE and sent as the eHARQ feedback to the gNB.

3.3.4. Performance Evaluation

3.3.4.1. Latency and Overhead Analysis

In this performance evaluation, we measured the average latency and average number of
retransmissions to achieve successful channel decoding. We assume the following for the
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Figure 3.32: Average latency vs. prediction accuracy

performance analysis.

• Processing timeline given in Fig.3.29 with subcarrier spacing 120KHz, µ = 3, is used.

• Average rate of decoding failure, pe = 0.1

• One retransmission for reactive HARQ and predictive HARQ leads to successful de-
coding, in case of decoding failure.

• Retransmissions for proactive HARQ are continuously received until HARQ feedback.
In case of decoding failure, an additional one slot processing time is required.

In this analysis, we vary the prediction accuracy between 0.5 and 1 to observe the impact of
the prediction accuracy on average latency and average number of retransmissions.
We provide the results on average latency in Fig. 3.32. The average latency for eHARQ is al-
ways below the regular HARQ and proactive HARQ methods thanks to the early ACK/NACK
feedback. As the accuracy increases the latency drops to around 1.1 slots from 2.2 slots.
For proactive HARQ, the average latency is 3.1 slots whereas for regular HARQ average
latency is 3.3 slots.
We provide the results on average number of retransmissions in Fig. 3.33. As expected,
the average number of retransmissions for regular HARQ is lowest and equal to the rate of
decoding failure 0.1. The average number of retransmissions for proactive HARQ is equal
to 2 as packets are continuously retransmitted until ACK feedback. For predictive HARQ,
the average number of retransmissions decreases as the prediction accuracy increases and
becomes equal to 0.1 for perfect accuracy.

3.3.4.2. Prediction Performance

An early ACK/NACK mechanism requires an AI/ML based prediction model to predict the
outcome of channel decoder, i.e. the outcome of cyclic redundancy check (CRC). The input
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Figure 3.33: Average number of retransmissions vs. prediction accuracy

to the model can be transmitted RS and received RS, or the estimated channel. The model
we selected is a DNN with hidden layers of size [40,10]. The output layer is of size 1 to
predict the CRC outcome. The loss function is binary cross entropy.
For the training purpose, we collected data through a link level simulator with following sim-
ulation parameters. The collected data for training includes transmitted DMRS symbols and
received DMRS symbols as the inputs and outcome of CRC as the labels.

• Channel type: CDL-C.

• Doppler Spread: 3e-6.

• Maximum Doppler Shift: 80Hz

• NTX = 8, NRX = 2.

• DMRS configuration: front loaded, Type-1.

• Subcarrier spacing: 15KHz.

The confusion matrix after training the model with the collected data is provided in Fig. 3.34
where the average accuracy of CRC outcome prediction is 93.9% which corresponds to 1.15
slots for average latency and 0.12 average number of retransmissions.

3.3.5. Conclusions

In this study, we focused on developing new lower L2 protocols to support the AI/ML-based
early HARQ mechanism to address the requirements of use cases with ultra-low latency
and reliable communications. We have specifically contributed with designing a system
architecture for early HARQ mechanism and corresponding protocol updates, and further
validated performance improvements via numerical simulations.
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Figure 3.34: Prediction performance of CRC outcome prediction model

The system architecture update includes new blocks for reference signal to transport block
mapping, CRC outcome prediction and E-HARQ generation at the UE, and E-HARQ block
at the gNB. The E-HARQ processing at the UE is designed to start as soon as the reference
signals are received and in advance of the reception of all information symbols.
The system architecture is supported with updated protocol design both at the UE and the
gNB. The new protocol enables a hybrid E-HARQ and regular HARQ protocol where eACK-
/eNACK feedback is sent one or more slots before the regular ACK/NACK feedback. The
proposed updated protocol covers actions and signaling required for all combinations of
eACK/eNACK and ACK/NACK feedback.
The numerical analysis and simulations demonstrate the capabilities of the proposed E-
HARQ mechanisms and protocols where the proposed method significantly outperforms the
proactive HARQ and reactive HARQ in terms of latency and approaches to overhead of re-
active HARQ mechanism for high prediction accuracy. In order to demonstrate the feasibility
of CRC outcome prediction, we trained a supervised model, where the inputs are the trans-
mitted and received RSS and output label is the CRC outcome. The evaluation results of the
prediction model showed a prediction accuracy of 93.5% which leads to significant reduction
in latency and negligible overhead compared to existing HARQ mechanisms.
These findings are clear indications of the potential performance benefits of predictive early
HARQ mechanism that can enable lower latency with high reliability for future 6G systems.
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4. Conclusions

This deliverable highlighted the work developed throughout the duration of the CENTRIC
project in Task 4.1 of WP4. Task 4.1, titled "Emerging custom L2 protocols in specific scenar-
ios and applications", consists of two sub-tasks: sub-task T4.1.1, titled "Emerging multiple-
access protocols for specialized services" and sub-task T4.1.2, titled "Emerging transmis-
sion mode selection methods in extreme deployments". Regarding T4.1.1, we improved
the scalability of novel communication protocols, provided a goal-oriented and lightweight
multiple access scheme for the wireless communication of robots, a protocol learning frame-
work employing signal encoding and user-specific quality of service requirements, a loss-
less downlink control information compression scheme for 5G NR, emerged protocols that
reduced the signalling overhead for in-X subnetworks and developed AI-driven protocol en-
hancements that minimized power consumption in 6G ISAC systems. Regarding T4.1.2, we
developed AI-driven RRM strategies for in-X subnetworks and novel AI-driven early HARQ
mechanisms that achieved ultra-low latency and high reliability. Our scientific output may
be summarized as 8 journal publications, 6 conference publications, 7 IPRs and 3 webi-
nar presentations. The CENTRIC project Objective 3, which we have achieved through our
innovations, is mapped to the following WP4 objectives:

• WP4-O1: WP4 Objective 1 titled "To develop AI techniques for emerging Layer 2 pro-
tocols that are customized to specific 6G use-cases and scenarios")

• WP4-O2: WP4 Objective 2 titled "To minimize the signalling overhead of the emerged
protocols"

• WP4-O3: WP4 Objective 3 titled "To demonstrate the feasibility of the protocol emer-
gence techniques via numerical simulations".

In section 2.1, we investigated the scaling challenge of AI-emerged communication proto-
cols, thus contributing to WP4-O1. Scaling is a known issue regarding the reinforcement
learning methods used to learn such protocols. As a scaling approach, we shifted the focus
from increasing the number of agents in the reinforcement learning algorithms, to chang-
ing the topology of the communication network. Our novel solution based on a hierarchical
topology of connected nodes achieved a fair goodput-latency trade-off and could be adapted
to any number of users. The goal-oriented channel access scheme, designed to support the
collaborative navigation of two teams of robots, brought contributions to WP4-O1. This is
because we departed from the paradigm of applying general-purpose protocols to any sce-
nario. We proposed a channel access scheme designed specifically to achieve the KPI of the
smart Industry 4.0 use-case, that is the parallel execution of tasks at the destination, by two
teams of robots. Described in section 2.2, Protocol Learning with Signal Encoding (PL-SE)
and the lossless compression framework for 5G DCI messages achieved WP4-O2. This is
because the first work developed a learnable encoder with quantization that extracted only
relevant control information at the BS, embeded it into a compressed representation and
sent that representation to the UE. Thus, the control plane information utilized in general-
purpose L2 protocols was reduced. The latter work compressed the DCI messages without
introducing decoding errors, thus reducing the length of the DCI payload. Sections 2.3 and
3.1 presented the innovations related to protocol learning and radio resource management
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strategies for 6G in-X subnetworks, respectively. We addressed the issue of large signalling
overhead with effective AI methodologies based on MARL methods. They yielded novel
signalling protocols that decreased such signalling costs. Because these protocols were de-
signed specifically for in-X subnetworks, they are goal-oriented, thus addressing WP4-O1.
They minimized the signalling overhead, which contributed to WP4-O2. In section 2.4, we
described our optimization approach to ISAC retransmission protocols, aiming for end-to-
end performance and combining high sensing accuracy with low power consumption. We
developed an AI/ML optimization framework that balanced the power usage and the sensing
accuracy to produce a sustainable ISAC communication system, without compromising its
performance. In section 3.2, we presented AI-driven estimation methods to improve the op-
eration of the HARQ feature of the MAC protocol at the UE-side. We produced a lightweight
protocol that adapted dynamically to instantaneous link conditions, rather than being a fixed
protocol. Our AI models enabled the UE to actively configure the HARQ protocol feature,
which yielded a more flexible and service-specific communication. In section 3.3, we de-
signed an AI/ML-based predictive early HARQ mechanism for ultra-low latency and high
reliability use-cases. With these results, we brought contributions to WP4-O1.

All our innovations were validated in extensive numerical simulations, thus achieving WP4-
O3. Summarizing, in a network of a BS and several UEs, we changed the flat topology of
the user connections to a hierarchical one, which produced a three-fold averaged latency
reduction. For collaborative robots, through our interpretability analysis and downstream
decision-making, our goal-oriented multiple access scheme achieved a 10% increase in fair-
ness of channel access time. Using OTA lab test DCI traces, we obtained 134% gain in
the average compression ratio and, in a Matlab system-level simulator, an 18% gain, over
traditional compression baselines, such as Huffman encoding. For the subband allocation
problem in in-X subnetworks, we obtained a 98% signalling reduction, while maintaining a
good control cost and block error rate trade-off.

In CENTRIC WP4, we demonstrated the potential of AI/ML techniques to produce highly
performant communication protocols that surpassed classical ones. But, AI-emerged pro-
tocol research is still in its infancy and several challenges still need to be addressed in
future work, before the successful adoption of such protocols in real-world applications. In-
vestigating more flexible scaling methods for protocol emergence techniques is a primary
requirement. Developing better neural network architectures for the reinforcement learning
algorithms and selecting which wireless data contains the most meaningful information for
learning is also essential in achieving faster training time, thus shortening the prototyping cy-
cle. Moreover, explainability strategies are needed to analyse and diagnose the performance
of the wireless protocol features emerged with machine-learning [25]. Due to the black-box
nature of AI models, wireless communication protocols emerged via AI suffer from a lack of
interpretability of their internal decision-making process, as well as of a human interpretable
meaning of the discovered communication messages. As no structure is imposed in the
design of AI-emerged protocol messages, they have no final interpretable form. Thus, ex-
changed messages do not easily correlate with states and actions taken by the users. This
leads to an inability to conduct fault diagnosis and to relate the performance of the system
with the meaning of emerged messages. As a result, the overall operation of the protocol
is not explainable. Future research work is necessary to develop interpretability methods
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and metrics that ensure the safe adoption of such AI-emerged wireless protocol features in
practice. Additional work needs to be carried out in the direction of establishing novel KPIs
and KVIs to assess the performance, scalability, interpretability, trustworthiness and repro-
ducibility of AI-emerged protocol features. The operation of such communication protocols
needs to be trustworthy and their behaviour reproducible, in order to conduct troubleshooting
tests and fault diagnosis analyses. Lastly, integrating the novel AI-driven protocol features
proposed in this report into a system level simulator, to test their performance under different
traffic patterns, data types and availability, error models, mobility scenarios, AI models, etc.
is left for future work.
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